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Chapter 1

Introduction
Today, modern telecommunication networks must be able to transfer large amounts of information between users; not only for voice calls as part of the traditional telephony service, but also
many forms of data traffic, such as Internet traffic. This calls for advanced network technologies,
some of which are the topic for this lecture note. The basic principles of two common transport
network technologies, the Plesiochronous Digital Hierarchy (PDH) and the Synchronous Digital
Hierarchy (SDH) will be described in this lecture note.
The lecture note is intended for course 34310 Introduction to Communication Technology
and course 34311 Introduction to Networks for Tele- and Datacommunication. If you have any
comments or feedback on this lecture note, please send it to larst@fotonik.dtu.dk.
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Chapter 2

From trunk networks to transport
networks
In the early days of the telephony networks, before the use of multiplexing technologies such as
FDM (Frequency Division Multiplexing) or TDM (Time Division Multiplexing), a connection
between two telephone exchanges consisted of a large bundle of wires. Whenever a new telephone call was established, a set of wires was allocated for the duration of the call and released
again when the call was terminated. With the introduction of the FDM or TDM multiplexing
principles on the connection between exchanges, a call was now assigned one frequency or one
timeslot. (For a description of the FDM and the TDM multiplexing method, please see section
2.4.1 in [5].
The idea of having a finite set of ressources (i.e., set of wires, frequencies or timeslots) and
then assigning one of these ressources to an individual call is referred to as trunking and a
network, such as the core network in a PSTN, that uses this principle is referred to as a trunk
network.
However, today a core network must be able to handle many other types of information
flows than just (circuit-switched) 64 kbit/s voice calls. For instance, a company might wish to
interconnect a number of locations with a high capacity connection that is going to transfer
any type of information. This kind of connection is normally referred to as a leased line. The
actual information contents that are transmitted in the leased line is not important for the
network operator, but the network operator must just ensure that the information is transferred
transparently through the operator’s network.
To support more than just voice-calls, the core networks have evolved from the traditional
trunk networks that could transfer a certain number of voice calls to more general transport
networks that can transfer any kind of information flows.
The characteristics of a transport network is:
• High capacity – The transport network must be able to support connections that require
higher capacities than just a single voice call, or to support a large number of concurrent
voice calls.
• Reliability – Since the connections that are setup through the transport network can carry
a large number of simultaneous voice calls, it is important that the transport network is
very reliable, since failures in a transport network will affect many users at the same time.
• Semipermanent connections – In contrast to the traditional trunk networks, where
connections were established on-demand when a new call was established, the connections
through a transport network is usually establlished on a semi-permanent basis.
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The term semipermanent means that connections in a transport network are not established,
either directly or indirectly, by the subscribers’ signalling. Instead, the network operator uses
information about the actual and/or expected traffic demands between the telephone exchanges
to decide on the necessary capacity of transport network connections between the two exchanges.
The actual transport network connections are then established with the network management
system, i.e., the control system that the network operator uses to supervise, monitor and configure his network.
The reliability of a transport network is both related to simple parameters, such as the
bit error rate (BER) of transport network connections, but also to the network’s resilience to
failures of network nodes and/or links. A typical requirement is that the information flow is
reestabllished within a short time, e.g., 500 ms. To permit this fast reaction to failures in the
transport network, two priciples are common:
• Restoration, where the failed connections are quickly rerouted through other paths
through the transport network. To enable this, when the original connection is established, one or more backup paths are also determined, so if some errors occur on the
original path, a backup path have already been determined.
• Protection switching, which uses multiple paths. When the transport network connection is established, a number of separate paths are determined, and the traffic is then sent
through the different paths. At the egress point of the transport network, the egress node
receives a number of different flows (one for each separate path) but uses only the one of
these. If the working path taken by an information flow fails, the egress node can quickly
switch to one of the other flows to reestablish the end-to-end connection.
The advantage of protection switching is that this method is quick to correct a failure by switching from the working path to one of the backup paths, but the disadvantage is that the connection
uses capacity, both for the working path but also for the backup path(s). On the other hand,
restoration does not use more capacity in the network than needed, but the disadvantage is that,
if a failure occurs and the network tries to setup a new path, the necessay capacity may not be
available for the backup path.
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Chapter 3

Plesiochronous Digital Hierarchy
3.1

Background

The digital transmission system called E1, that is described in [4], was the first practical digital
transmission system that achieved a widespread use. However, the capacity of an E1 system
is limited to the equivalent of only 30 (or 31 depending on the signalling principles) timeslots
of 64 kbps, i.e., an E1 system can not transport more than 30 simultaneous voice calls. If the
customer instead wants a leased line, the capacity will be 31 · 64 kbps = 1984 kbps1 . Although
this might be sufficient to connect a small local exchange to other exchanges, the capacity of
an E1 transmission system is insufficient connections between other exchanges, e.g., tandem
exchanges. A transport network that only consists of E1 transmission systems would therefore
not have the necessary capacity to interconnect these telephone exchanges.
One possible solution would be to install a number of E1 transmission systems in parallel,
whenever more capacity is required. The capacity of such a solution is at most 31 · N voice calls,
where N is the number of parallel E1 system. However, this is not a very flexible solution, since
it would be difficult to provide transport connections with a capacity of more than 2 Mbps.
Since the E1 transmission system is the multiplexing of 30 digitized voice calls, i.e., 64 kbps
connections, a more natural way to achieve a higher capacity is to multiplex a number of E1
systems together. This is the general idea behind the Plesiochronous Digital Hierarchy (PDH)
transport network technology, which was the first digital transport network technology to be
used on a large scale. The term Plesiochronous can best be translated as ”almost synchronized”,
which refers to the fact that the different PDH signals that are multiplexed together will – in
general – be generated by different nodes in the network. In PDH there is no overall synchronization of the network nodes, so each node will generate a PDH signal with a bit rate close to
the nominal (i.e., standardized) bit rate, but the actual bit rates of the PDH signals will deviate
slightly from one network node to another.
The reason why the different exchanges will not use precisely the same bit rate is simply that
the different exchanges will generate their own ”bit-clock” independently in PDH. Even if two
exchanges uses electronic circuits made from the same components, there will still be a slight
variation in the clock frequencies.
Since there will be – in general – a (small) difference between the nominal bit rate and the
actual bit rate, the nominal bit rate will in the rest of this chapter be denoted with an asterisk,
i.e., R∗ is a nominal (i.e., standardized) bit rate, while R is an actual bit rate. If it is relevant
in a discussion to refer to a specific PDH system, the name of the PDH system will included
1
If the customer doesn’t use the transmission system for telephone calls, then there is no need to reserve
timeslot 16 for channel associated signalling. In this case, the customer can utilize all the bits in a frame except
for timeslot 0, which is still needed for frame synchronization.
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∗ and a specific E1
as a subscript, i.e., an E1 transmission system has a nominal bit rate of RE1
∗ . Furthermore, in the discussion
system will have an actual bit rate of RE1 , where RE1 ≈ RE1
of the multiplexing principle in PDH, it is relevant to refer to two adjacent levels of the PDH
hierarchy; these will subsequently be referred to as ’E(x)’ for a given level and then ’E(x-1)’ for
the level below.

3.2

Digital hierarchy

As described earlier, the transport network must be able to provide different bit rates to different
uses. This is accomplished in PDH by defining a digital hierarchy as listed in table 3.1.
Hierarchy level
E1
E2
E3
E4

Nominal bit rate
2048 kbps
8448 kbps
34368 kbps
139264 kbps

Allowed deviation
50 ppm
30 ppm
20 ppm
15 ppm

Table 3.1: PDH hierarchy levels.
Informally, the different levels in the PDH hierarchy are also referred to as 2 Mbps, 8 Mbps, 34
Mbps and 140 Mbps PDH systems. The third column indicates how much the actual bit rate is
allowed to deviate from the nominal bit rate, and this figure is given in ppm (parts per million).
∗ , is specified
Example: For the E1 transmission system, the nominal bit rate, RE1
to be 2.048.000 bps, but the actual bit rate of a specific E1 system may be
∗
RE1
· (1 −

50
50
∗
) ≤ RE1 ≤ RE1
· (1 +
)
1000000
1000000

m
2047897.6 bps ≤ RE1 ≤ 2048102.4 bps
The next higher level in the PDH digital hierarchy, E5 with a norminal bitrate of around 565
Mbps was defined but not standardized, and was subsequently not used very much. Furthermore,
the PDH levels listed in table 3.1 are the hierarchical levels used in Europe. Other regions –
especially the US – uses a different PDH hierarchy, which are not directly compatible with the
european hierarchy. In the US, the basis of the hierarchy is the T1-system, which is similar to
the E1 system, except that the frame format only contains 24 timeslots for voice connections of
64 kbps.

3.3

Multiplexing and demultiplexing in PDH

The basis of the (european) PDH digital hierarchy is the E1 transmission system, as described
in ([4], section 7.1), i.e., a TDM transmission system with 32 timeslots of 64 kbps each (where
timeslot 0 and sometimes timeslot 16 are reserved), corresponding to a total bit rate of 32 ·
64 kbps = 2048 kbps.
To achieve higher bit rates for the connections in the transport network, the basic principle
in PDH is that a number of PDH systems at a specific level is multiplexed together to form a
PDH system of the next higher level. In the european PDH hierarchy, the number of lower level
PDH systems that are multiplexed together is always 4. The different lower level PDH-systems
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that are multiplexed together to form the higher level PDH system are referred to as tributaries
of the higher level.
Since a PDH system of a given level in the hierarchy must have enough capacity to accomodate its 4 tributaries, the bit rate of the higher level PDH system must be at least 4 times
as high as the capacity of the tributaries. This can also be seen from table 3.1 where the bit
rate of a given level (starting from E2) is approximately 4 times as high as the bit rate of the
∗ ≈ 4 · R∗ , R∗ ≈ 4 · R∗ , and so on. The reason why the
level immediately below, i.e., RE2
E1
E3
E2
ratio between the bit rates of adjacent levels in the PDH hierarchy is not precisely 4 is discussed
below.
Figure 3.1 illustrates the bit-by-bit multiplexing in PDH of 4 tributaries into a higher level
system, in the idealized case where all systems are perfectly synchronized, i.e., all tributaries
have the same actual bit rate.

Figure 3.1: Idealized multiplexing of synchronous tributaries in PDH.
However, the idealized multiplexing in figure 3.1 can not be used for two reasons:
• Control bits – A network operator would normally like to monitor a transport network
connection, so a number of control bits are needed in the frame format for the higher level
system. This is a minor problem, which could simply be solved by defining a frame format
for the higher level system with some kind of header fields or similar for the control bits.
• Differences in clock frequency – A more serious problem is the fact that the different
tributaries are typically generated by different nodes in the transport network, which are
not perfectly synchonized in PDH. This problem is discussed in the following.
The problem with the clock differences is illustrated in figure 3.2, which shows a ”mini-PDH”
system with only two tributaries, each with an actual bit rate that has a relative deviation from
the nominal bit rate by the value δ. As illustrated, the upper tributary generates fewer bits per
time unit than the lower tributary. Note that difference in bit rate between the two tributaries
in the figure is exagerated compared to the possible deviations from the nominal bit rates in
real PDH systems.

Figure 3.2: Mini-PDH system with two tributaries with different bit rates.
An important question is: What should the bit rate at the output of the multiplexer in figure 3.2
be? In the idealized case in figure 3.1, the bit rate at the output of the multiplexer was simply
the number of tributaries times the nominal bit rate (which in the idealized case was also the
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actual bit rate). If this approach is used in figure 3.2, i.e., that Rout = 2 · R∗ , both of the
tributaries in figure 3.2 will experience some problems:
• Upper tributary – The bit rate of the upper triburaty is lower than Rout /2, so the
multiplexer will not receive enough bits to put in the higher level frames. Therefore, from
time to time, the multiplexer will not have received the bit from the upper tributary that
it needs to put in the higher level frame at the output. Instead, the multiplexer will have
to send a dummy bit in the relevant bit position of the higher level frame.
• Lower tributary – The bit rate of the lower tributary is higher than Rout /2, so the
multiplexer will actually receive more bits per time unit than it can put into the higher
level frame at the output. The consequence of this is that from time to time, the multiplexer
is forced to drop bits from the lower tributary.
The problems for the upper tributary in figure 3.2 is less serious than the problem for the
lower tributary. The frame format for the higher level system can be specified to include some
extra control bits that the receiver can use to determine whether a specific field from one of
the tributaries contains a valid information bit or a dummy bit that was inserted because the
multiplexer did not receive enough bits from the tributary.
The problem for the lower tributary is more serious, since – as described in chapter 2 –
a transport network must be very reliable, which means that this kind of bit-loss can not be
tolerated. The only way to avoid this problem is to make sure that the bit rate of the output
of the multiplexer is sufficiently high to handle the case where all tributaries use the maximum
possible bit rate, i.e., a bit rate of R = R∗ · (1 + δmax ), where δmax is the maximum relative
deviation from the nominal bit rate, i.e., the number in the third column of table 3.1. Therefore,
Rout ≥ K · R∗ · (1 + δmax ).
where K is the number of tributaries (2 in figure 3.2 but 4 in real (european) PDH networks).
The actual bit rate of a tributary satisfies the following inequality
R∗ · (1 − δmax ) ≤ R ≤ R∗ · (1 + δmax )
m
R = R∗ · (1 + δ), where δ ∈ [−δmax ; δmax ]
∗
Let TE(x)
be the nominal period of an PDH-frame in an E(x) transmission system, where ’x’
refers to the level of the PDH-hierarchy in table 3.1, i.e., x = 1 . . . 4. If LE(x) is the length (in
bits) of an E(x) frame, the following relation holds for the nominal values:
∗
TE(x)
=

LE(x)
∗
RE(x)

∗
Since the actual bit rate for a specific E(x) PDH system is RE(x) = RE(x)
· (1 + δx ), where δx
is the relative deviation from the nominal bit rate for this PDH system, we get for the actual
period, TE(x) :
∗
TE(x)
LE(x)
TE(x) = ∗
=
RE(x) · (1 + δx )
(1 + δx )

For the E1 level of the PDH hierarchy, the nominal period of the E1-frame is equal to the
∗ = 125 µs, but this is not the
sampling period of voice signals in the telephone network, i.e., TE1
case for the higher levels of the PDH hierarchy.
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In an (actual) period of length TE(x) the number of bits generated by a tributary is simply
Mtributary,x = TE(x) · RE(x−1) bits. Using the above relations between actual and nominal values,
the number of bits generated by a tributary within the period of an E(x) frame can also be
expressed as:
∗
TE(x)
∗
· RE(x−1)
· (1 + δx−1 )
Mtributary,x =
1 + δx
Note that Mtributary,x is in general different for each of the four tributaries of an E(x) system,
since these are generated with their own values of δx−1 . However, the minimum and maximum
values of Mtributary,x can be determined as:
min (Mtributary,x ) =
and
max (Mtributary,x ) =

∗
TE(x)

1 + δmax,x
∗
TE(x)

1 − δmax,x

∗
· RE(x−1)
· (1 − δmax,x−1 )

∗
· RE(x−1)
· (1 + δmax,x−1 )

The value, Mtributary,x , is generally not an integer, but falls between two integers, say N and
N + 1. If the (nominal) period of the E(x) PDH frame is selected carefully, the following
inequality will hold:
N < min (Mtributary,x ) < max (Mtributary,x ) < N + 1
Example: An E2 frame consists of 848 bits according to the ITU-T recommendation
∗
G.742 ([2]). From table 3.1 on page 6 we have that RE2
= 8448000 bps, which
together gives
848 bits
LE2
∗
≈ 100, 379 µs
= ∗ =
TE2
RE2
8448000 bps
∗
From table 3.1, it is also known that RE1
= 2048000 bps, δmax,1 = 50 ppm and
δmax,2 = 30 ppm, so that

min (Mtributary,2 ) ≈ 205, 5593 bits
and
max (Mtributary,2 ) ≈ 205.5922 bits
i.e., that
205.5593 ≤ Mtributary,2 ≤ 205.5922
This means that an E2 frame contains (on average) between 205,5593 and 205,5922
bits from a tributary E1 PDH system.
The frame format for the E(x) PDH system is subsequently designed to contain N + 1 bits for
each of the four tributaries plus additional control bits. This means that the bit rate of an E(x)
PDH system is simply
∗
RE(x)
=

4 · (N + 1) + 4 · Ctributary + Cf rame
∗
TE(x)

(3.1)

where Ctributary is the number of control bits that are used in connection with each tributary,
and Cf rame are other control bits that are independent of the triburaries.
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The multiplexer must – for each of the tributaries – put either N or N + 1 bits from the
tributary into the E(x) frame. One way that this can be accomplished is if the multiplexer uses
a First-in First-out buffer for each of the tributaries. The bits from a tributary is stored in the
buffer as they arrive at the multiplexer, and whenever the multiplexer needs to generate an E(x)
frame it takes either N or N + 1 bits from the buffer.
Remember that the following inequality holds (independently) for each of the tributaries:
N < Mtributary,x < N + 1
If, for a long time, the multiplexer only takes N bits from the buffer, the average number of
bits in the buffer will slowly grow over time, as illustrated in figure 3.3a), and at some point the
buffer will be full and some bits in the input signal must be dropped. In the opposite situation,
if the multiplexer takes N + 1 bits from the buffer for every E(x) frame, the average number
of bits in the buffer will slowly be reduced, as shown in figure 3.3b). Therefore, the solution is
that the multiplexer will sometimes take N bits and other times N + 1 bits from the buffer, as
illustrated in figure 3.3c), where the multiplexer alternates between N and N + 1 bits.

(a) Extracting N bits per E(x)-frame.

(b) Extracting N + 1 bits per E(x)-frame.

(c) Extracting N + 1, N, N + 1, N, . . . bits per E(x)-frame.

Figure 3.3: Extracting bits from the buffer.
Note that in figure 3.3c), the buffer level remains stable because the multiplexer receives precisely
N + 21 bits from the tributary system in each TE(x) period. In the general case, the multiplexer
will receive N + ǫ bits from a tributary in this interval, where 0 < ǫ < 1. This means that,
depending on the value of ǫ, the multiplexer may need to take N + 1 bits from the buffer more
times or less times than it takes N bits.
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Example: In the previous example, it was found that for the multiplexing of 4 E1
systems into an E2 system:
205.5593 ≤ Mtributary,2 ≤ 205.5922
Suppose that in a specific situation, Mtributary,2 = 205.57000 . . . . This means that
– on average – an E2 frame must contain 205.57000 . . . bits from a tributary E1
system, or that if we consider a sequence of 100 E2 frames, 57 of these contains 206
bits from the E1 system and the remaining 43 E2 frames contains 205 bits from the
tributary, so that the average is:
57 · 206 + 43 · 205
= 205.57
57 + 43
If we consider a very long time interval (compared to TE(x) ) the multiplexer must on average
take N + ǫ bits from the buffer for each E(x) frame for the bufferlevel to remain stable. Suppose
that during an interval of P · TE(x) (where P is some large integer) the multiplexer takes N + 1
bits a times (and therefore takes N bits P − a times), the average number of bits taken from
the buffer, Naverage , is:
Naverage =

a · (N + 1) + (P − a) · N
a
=N+
P
P

(3.2)

Therefore, the value of a/P should therefore be approximately equal to ǫ for the buffer level to
remain stable. However, ǫ is in general not known and may furthermore be time-varying. This
means that the multiplexer can not use equation (3.2) to calculate a and therefore know how
often it needs to take N + 1 bits from the buffer.
Instead, information about the average number of bits in the buffer can be used by the
multiplexer to decide, whether to take N or N + 1 bits from the buffer for the next E(x)
frame. A simple rule could be that if the number of bits in the buffer becomes higher than
some threshhold, Bhigh , the multiplexer takes N + 1 bits from the tributary’s buffer for every
subsequent E(x)-frame until the number of bits in the buffer becomes smaller than some other
threshold, Blow . After this happens, the multiplexer will only take N bits again, until the
number of bits in the buffer reaches Bhigh and so on.
Note that since the tributaries are normally generated independently, the multiplexer’s decision on, whether to take N or N + 1 bits from the buffer is made independently for each of
the tributaries. An E(x) frame may therefore contain N bit from the first tributary, N + 1 bit
from the second an so on.
Since each E(x) frame may contain either N or N + 1 bits from a specific tributary, some
method is needed to ensure that the demultiplexer, that is later expected to extract the bits from
the different tributaries will know, whether a given E(x)-frame contains N bits from a tributary
(and subsequently that the (N + 1)-th bit contains dummy information which can be ignored),
or if the frame contains actually contains N + 1 bits from a tributary. This is accomplished by
including some control bits for each tributary, which specifies whether the (N + 1)-th bit (which
is called the Justification bit) contains information from the tributary, or just some dummy
information.
Figure 3.4 illustrates a pseudo-E(x) frame, where the bits allocated to each of the four
tributaries are:
• A field that can contain N bits from the tributary.
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• A justification bit (J) which can either be an extra bit from the tributary (in the case that
the multiplexer takes N + 1 bits from the buffer) or a dummy bit.
• Three justification control bits (KKK) which the demultiplexer uses to determine, whether
the J-bit is from the tributary or is just a dummy bit, which can be ignored. These are
the bits that was called Ctributary in equation 3.1.
In addition to the bits that are related to each of the four triburaties, the E(x) frame also
contains additional control bits, referred to as Cf rame in equation 3.1. Note that the fields in a
real PDH frame is not organised in the simple way as in figure 3.4, which is simplified compared
to the standardized PDH frame formats.

Figure 3.4: Pseudo-PDH frame.
The reason why three justification control bits are needed to provide information about one
justification bit is to reduce the probability that the demultiplexer makes the wrong decision
about the justification bit in the case of bit errors. With three justification control bits, either
two or all three of the justification control bits must be wrong for the demultiplexer to make an
error about the J-bit. The E4 PDH system is different from the E2 and the E3 systems in this
respect, since it actually uses five justification control bits per justification bit.
At the demultiplexer, a structure similar to figure 3.5 is used. The demultiplexer will divide
the incoming bit stream from the E(x) system into the bits related to each of the four tributaries.

Figure 3.5: PDH demultiplexing.
For each of the tributaries, a structure like the one in figure 3.6 is used. First, the K-bits are
checked to see whether the J-bit in the current E(x) frame is a bit from the tributary or just a
dummy bit. In the latter case, the bit is simply dropped. All information bits belonging to the
tributary is subsequently stored in a buffer. A buffer counter keeps track of the number of bits
in the buffer, which is used to control the rate at which the bits in the buffer are read out from
the buffer and transmitted. The output from the buffer counter is first sent through a filter to
avoid rapid changes in the Read-out clock.
The principle used at the demultiplexer is therefore similar to the use of the buffer at the
multiplexer. If the average number of bits in the buffer tends to increase, the frequency of the
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Figure 3.6: Adjusting the transmission rate of a tributary.
Read-out clock is increased slowly, and vice-versa if the average number of bits in the buffer
tends to decrease.
Table 3.2 shows the standardized ([2], [3]) attributes for the different levels in the PDH
hierarchy. The attribute ’Bits per tributary’ indicates the total number of bits in the frame
related to one tributary, i.e., the N bits always used for the information bits from the tributary,
the Justification bit and the three (or five in the case of the E4 system) Justification-control
bits. The attribute ’Control bits’ refers to the other control bits in the frame.
Level
E1

E2

E3

E4

Attribute
Nominal bit rate
Max. deviation
Nominal bit rate
Max. deviation
Bits per tributary
Number of K-bits per tributary
Control bits (C)
Nominal bit rate
Max. deviation
Bits per tributary
Number of K-bits per tributary
Control bits (C)
Nominal bit rate
Max. deviation
Bits per tributary
Number of K-bits per tributary
Control bits (C)

Value
2048 kbps
50 ppm
8448 kbps
30 ppm
209 bits
3 bits
12 bits
34368 kbps
20 ppm
381 bits
3 bits
12 bits
139264 kbps
15 ppm
728 bits
5 bits
16 bits

Table 3.2: Values for the different levels in the PDH hierarchy.

3.4

Switching in PDH

An connection through a PDH based transport network might need to be switched between
different PDH systems. One method is to use a setup called a Data Distribution Framework
(DDF). The principle of a simple DDF is illustrated in figure 3.7, where the incoming PDH
systems are demultiplexed to the next lower level in the PDH hierarchy, which then can be
intermixed with other PDH system at the same level, and afterwards multiplexed again to form
a PDH system of the original level.
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Figure 3.7: PDH Data Distribution Frame.

3.5

Issues with PDH

Although the PDH technology was better in terms of capacity compared to the previous trunk
network principles, there are still some problems as described in the following.
Incomplete standards
The PDH recommendations are not complete standards, since they have not standardized the
physical parameters for PDH transmission systems that are based on optical fibers, which is
especially relevant for the higher levels of the PDH hierarchy. This means that the equipment
for optical transmission in PDH generally uses proprietary standards defined by the equipment
manufacturer, so that a network operator would have to use equipment from the same operator
at both ends of a transmission system
Complicated multiplexing and demultiplexing
As descibed earlier, the fact that the different PDH signals in a transport network are generated
independently meant that the multiplexing of tributaries into the next level of the PDH hierarchy
is a complex procedure. A consequence of this is that it is not easy to extract/insert a lower
level PDH system into a higher order. As an example, suppose that the network operator at
some point in his transport network has an E4-system, i.e., 140 Mbps, and that one of the
E1 systems carried inside this E4 system must be replaced with another E1 system. This is
only possible with a sequence of demultiplexers to access the desired E1 system, followed by a
series of multiplexers to reach the E4 system again, as illustrated in figure 3.8. The first step
is to demultiplex the E4 system into its 4 E3-tributaries. One of these is then demultiplexed
again to get 4 E2-systems, and finally one of the E2 systems is demultiplexed to obtain the
desided E1-system. Another E1-system is the multiplexed with the other E1-systems to get a
new E2-system, which is multiplexed with the other E2 systems to get a new E3-system and so
on.
The structure in figure 3.8 is normally called a drop-and-insert structure, since it permits
that one of the 2 Mbps connections inside the 140 Mbps can be extracted (also termed ”dropped
from”) the 140 Mbps connection and another one be inserted.
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Figure 3.8: Replacing an E1 system in an E4 system.
No end-to-end monitoring
Another issue with a PDH based transport network is that there is no standardized way to
perform end-to-end monitoring of the quality of the connection. Suppose that a customer has
requested a connection through the transport network. In addition to the requirements to the
connection’s capacity, the customer may also specify additional parameters, e.g., that the bit
error rate of the connection is below some agreed limit.
The network operator would like to monitor the customer’s connection through the transport
network to ensure that the requirements to the connection are met, but the PDH standards do
not include facilities to allow this monitoring.
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Chapter 4

Synchronous Digital Hierarchy
4.1

Background

As concluded in the previous chapter, there are a number of issues with the PDH transport
network technology:
• The fact that the different network nodes generates PDH signals based on the own local
clock makes the multiplexing and demultiplexing of PDH signals difficult. Furthermore,
inserting and/or extracting a lower level PDH signal to/from a higher level signal is complicated and requires a lot of equipment.
• Lack of standardization of the physical parameters for optical transmission, requiring
equipment form the same manufacturer at each end of a transmission system.
• Lack of end-to-end monitoring of transport network connections, so that, e.g., a leased
line can not be monitored by the network operator to ensure that the customer receives
the agreed service.
The complicated multiplexing and demultiplexing in PDH is also the reason why the PDH
hierarchy did not extend beyond 140 Mbps.
However, since the demands for capacity in a transport network continuously increases, an
upper limit of 140 Mbps is be a serious limitation for a modern transport network. So another
approach is needed, which both support higher bit rates but also corrects the deficiencies of
PDH listed above.
The first solution was the Synchronous Optical NETwork (SONET) technology, which originated in the US. The principles from SONET was used by the ITU-T to create the recommendations for the Synchronous Digital Hierarchy (SDH). SDH and SONET are very similar
technologies, but they are not fully compatible.
SDH solves the problems with PDH in the following ways:
• One important difference between PDH and SDH is that – for the purpose of this description of SDH – all network nodes in an SDH network can be considered as fully synchronized,
i.e., they use precisely the same frequencies. This is accomplished by introducing a ”master
clock node” in the network, and the clock signal generated by this node is then distributed
to all other network nodes. In reality, a reliable distribution of a common clock signal to
all nodes in an SDH network is complicated, but the issues are beyond the scope of this
lecture note. For the rest of the chapter, it is simply assumed that all nodes in a operator’s
network are synchronized by the same master clock.
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• The physical parameters are also standardized for SDH, which permits a network operator
to use equipment from different manufacturers in his network.
• Some of the frame formats in SDH includes additional bits, called Path OverHead (POH),
which can be used by the network operator to monitor a connection through the SDH
network.

4.2

The digital hierarchy in SDH and the STM frame format

In SDH, the standardized bit rates for the different levels of the hierarchy are (c.f., [1]) :
SDH level
1
4
16
64
256

Bit rate (Mbps)
155,520
622,080
2488,320
9953,280
39813,120

Table 4.1: Bit rates in the SDH hierarchy.
Figure 4.1 illustrates the frame format used in SDH level 1. This frame format is also called an
Synchronous Transfer Module (STM) for SDH level 1, or just an STM-1 frame.

Figure 4.1: STM-1 frame format
The Section OverHead (SOH) are used inside an SDH network to monitor the individual transmission sections between network nodes and to supervise the different network elements, while
the Pointer field is used in connection with multiplexing and demultiplexing in SDH as described
later.
An STM-1 frame is transmitted in ”row-order”, i.e., the first transmitted byte is the byte in
the top-left part of the frame, followed by the rest of the bytes in the first row; then the bytes
in the second row are transmitted from left to right, and so on.
The size of an STM-1 frame is 9 · 270 bytes = 2430 bytes = 19440 bits long, and with a bit
rate of 155,520 Mbps for SDH level 1, the interval between two STM-1 frames are
TSTM-1 =

19440 bits
= 125 µs
155, 520 Mbps

which is precisely the sampling interval of a voice signal in PSTN. Since each sample of a
digitized voice signal is represented as an 8-bit word (1 byte) it means that a normal voice call
uses precisely 1 byte of the STM-1 frame.
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For the higher levels in the SDH hierarchy, the STM frame formats used at these levels
are similar to the STM-1 frame, but the number of columns are increased with the level. For
instance, an STM-4 frame (used for SDH level 4) consists of 4 · 9 columns in the overhead parts
(SOHs and pointer), while the number of columns in the payload field will be 4 · 261 columns.
This means that for all levels in the SDH hierarchy, STM-N frames1 are always sent every
125 µs.

4.3

Multiplexing in SDH

Since the SDH technology has a higher capacity and also other advantages compared to PDH,
it will be expected that SDH will eventually replace PDH, but this will not happen over night.
For some time, SDH will coexist with PDH, which also means that SDH must be able to provide
connections between different PDH networks, as illustrated in figure 4.2.

Figure 4.2: Using SDH to interconnect PDH networks.
This means that PDH signals must be transmitted transparently through the SDH network in
the STM-1 frames. Depending on the PDH level (E1, ..., E4), the different PDH signals will
be encapsulated in the STM-1 frame in different ways. Figure 4.3 illustrates the multiplexing
structure of SDH for different kind of PDH signals, i.e., the ways that different PDH signals are
encapsulated in different SDH frame formats and finally in an STM-1 frame.
The different PDH signals are shown on the left of the figure. Note that the 1.5 Mbps and the 6
Mbps are the two lowest levels in the PDH hierarchy used in the US. It may also be noted that
the E2 system (8 Mbps) is not included; this is due to the fact that the E2 system is normally not
used between different network elements, but only as an intermediate step for the multiplexing
of E1 signals into E3 or E4 systems.
In the following is described, how an E1 signal is multiplexed into an STM-1 for transmission
in the SDH network.
An original PDH signal is – in the context of SDH – referred to as a Container (C). For an
E1 PDH transmission system, the corresponding container is referred to as C-12. This container
may be generated by a network node that is not part of the SDH network, so in a similar way
to PDH, the bit rate of the C-12 is not necessarily synchronized with the bit rates used in the
SDH network. Therefore – just as in PDH – justification is needed to convert the C-12 signal
into a signal that is synchronized with the SDH network.
The first step is therefore to generate a Virtual Container (VC) that corresponds to the
original signal. For a C-12 signal, the corresponding VC is called a VC-12. Figure 4.4 shows the
format of a VC-12.
1

where N = 1, 4, 16, . . . corresponding to the SDH level.
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Figure 4.3: Multiplexing structure of SDH.

Figure 4.4: VC-12 format.
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The VC-12 format can be seen to contain the following bits:
• 1023 information bits (T-bits) from an E1 system
• 2 justification bits (J1 and J2 ), each with three justification control bits (3 · K1 and 3 · K2 ),
so that each VC-12 contains either 1023, 1024 or 1025 information bits from an E1-system.
• POH bits for end-to-end monitoring.
The additional bits are not relevant here.
From figure 4.3 it can be seen that the multiplexing structure of SDH includes a number of
different Virtual Containers. The VC-11, VC-12 and VC-2 are normally referred to as lowerorder VCs, while the VC-3 and VC-4 are referred to as higher-order VCs. It can also be seen from
this figure, that a VC-12 will eventually be contained inside a VC-3 or VC-4 before transmission
in the STM-1 frame.
Since justification was used in the creation of the VC-12 from the C-12, a VC-12 is synchronized with respect to frequency with the rest of the SDH multiplexing structure, but there
might be a offset in time between the start of a VC-12 and of a VC-4, i.e., that the start of a
VC-12 occurs toffset seconds after the start of a VC-4, where 0 ≤ toffset < 125 µs.
Since VC-12s are to be encapsulated in VC-4s, some method must be used to compensate
for this offset in time. One simple solution would be to keep a VC-12 in a temporary buffer for
a period of 125 µs − toffset , so that it can be encapsulated in the next VC-4 (since VC-4s are
generated every 125 µs). However, this method has two main disadvantages:
• An SDH network node would require a lot of memory for these buffers, which would
make an SDH node more complicated to design and produce, and subsequently be more
expensive to purchase for the network operators.
• The buffer would also introduce an additional delay, which might be a problem for voice
calls if a transport connection carrying voice calls has to pass through a number of SDH
network elements that each would introduce this kind of buffering delay.
The method used in SDH is to introduce an additional type of units, called the Tributary Units
(TUs), which will compensate for this time offset between a lower order VC and a higher order
VC. A tributary unit is synchronized in time with the higher-order VC (i.e., TUs are generated
at the same instants in time as the higher order VCs), and consist of two parts; firstly, the lower
order VC, and secondly, a pointer, as illustrated in figure 4.5.
As the figure illustrates, there’s a offset in time between the lower order VC and the TU, and
the purpose of the pointer in the TU is to point to the start of the VC in the TU. The pointer
is normally given as the offset (in bytes) between the start TU and the VC. As the figure also
shows, a VC that starts later than the TUs will continue into the next TU.
Any time offset between the VC-12 and the VC-4 is handled by encapsulating VC-12s into
a TU-12s that also includes a pointer to the start of the VC-12 inside the TU-12. Note that –
as illustrated in figure 4.4 – a VC-12 is only generated every 500 µs, while a TU is generated
every 125 µs. When a VC-12 is encapsulated in TU-12s, each VC-12 therefore spans 4 TU-12s,
as illustrated in figure 4.6.
In figure 4.6 the VC-12 starts later than the block of 4 TUs. The offset is in this case
calculated as the number of bytes after the V2 byte of the second TU-12 in the TU-12 block.
In the example in figure 4.6, the VC-12 starts approximately halfway into the second TU-12, so
the offset is close to 17. The pointer is stored in the V1 and V2 bytes of the TU-12 block.
A number of different TU-12s (i.e., TU-12s carrying information from different VC-12s)
are subsequently grouped together to form a Tributary Unit Group (TUG). As illustrated in

20

Figure 4.5: Use of Triburaty Units to align with higher order VC.

Figure 4.6: Carrying a VC-12 in TU-12s.
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figure 4.3, 3 TU-12s (each containing (a part of) a VC-12 and a pointer) are grouped together
to form a TUG-2, and 7 TUG-2s are afterwards grouped together to form a TUG-3. Figure 4.7
illustrates the structure of a TUG-3 based on 7 TUG-2s each containing 3 VC-12s.

Figure 4.7: TUG-3 structure with 7 TUG-2s, each with three TU-12s (=VC-12 plus TU-12pointer).
Finally, three TUG-3s are concatenated to form the payload of the higher order VC-4, which
also includes some POH. Again, a VC-4 is synchronized with respect to the bit rate to the
SDH network, but there may be a time-offset between the start of the VC-4 and the start of
the STM-1 frame, so another pointer is needed to compensate for this time offset. The VC-4
together with this pointer forms an AU-4 (AU = Administrative Unit). The last step before
the information can be stored in the payload field of the STM-1 frame is the AUG-1 (AUG =
Administrative Unit Group), which is normally just the AU-4 (i.e., a VC-4 and a pointer).
Figure 4.8 illustrates the use of the AU-4 pointer in the STM-1 header to indicate the start
of the VC-4 inside the STM-1 payload.
The steps involved if a customer wants to transmit an E1-signal through an SDH network
can therefore be summarized as in table 4.2.

4.4

Demultiplexing in SDH

The fact that pointers are used to handle an offset in time, both between the VC-4 and the STM1 frame and between a lower order VC and a higher order VC means that the demultiplexing
in SDH is a much simpler procedure than in PDH.
In addition to the frame formats, the SDH recommendations also specify a numbering scheme,
which allows a specific VC-12 to be uniquely identified, i.e., from a given VC-12 number, an SDH
node can easily calculate the location of this VC-12, e.g., (as an example) that it is contained in
the first TU-12 in a TUG-2, which is the fourth TUG-2 in a TUG-3, which is finally the second
TUG-3 in a VC-4.
When an SDH demultiplexer knows the number ot the VC-12, the demultiplexing of this
VC-12 from an STM-1 frame proceeds as follows:
1. First the demultiplexer reads the value of the pointer field in the STM-1 frame’s header.
From this pointer, the demultiplexer learns the location of the VC-4 inside the STM-1, as
illustrated in figure 4.8.
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Step
1

2

3

4

5

6

Actions
From a Container to a Virtual Container
Encapsulating the customer’s signal (Container (C)) into a VC frame. If the C-signal
is not synchronized (in frequency) with the SDH network, justification is needed.
In addition, POH information is included in the VC frame to permit end-to-end
monitoring of the quality of the connection.
Aligning in time
Since a lower order VC may not be aligned in time (i.e., start at the same time) as
the higher order VC, a lower order VC is encapsulated in a TU, which are aligned
in time with the higher order VC. The lower order VC may span more than one
TU, i.e., start in one TU and end in another. To know the offset (i.e., difference in
time), the TU includes a pointer that points to the start of the VC inside the TU.
Grouping
A number of lower order VCs are grouped together in TUGs. In the case of TU12s, they are first grouped together in a TUG-2 and a number of these are grouped
together in a TUG-3.
Creating the higher order Virtual Container
A number of the TUG-3s from the last step are grouped together and added POH
information to create the higher order VC-4
Aligning in time
Similar to the problem of the alignment in time between the lower order and higher
order VC, the same problem occurs between the higher order VC and the transmission frame, i.e., the STM-1. The solution is also the same, i.e., add a pointer to the
VC-4 to form the AU-4 which is aligned in time with the STM-1 frames.
Encapsulating the AU-4 in the STM-1
Since the AU-4 is aligned in time with the STM-1 frame, it can be inserted in the
payload field of the STM-1 frame directly. The pointer that was added to the VC-4
is stored in the Pointer field of the STM-1 frame.
Table 4.2: Steps needed to transfer an E1 signal in an SDH network.
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Figure 4.8: VC-4 inside an STM-1 frame.
2. When the start of the VC-4 inside the STM-1 frame has been determined, the location of
the TUG-3 has also been determined, since the payload of the VC-4 is just the concatenation of three TUG-3s.
3. When the correct TUG-3 has been determined, the correct TUG-2 is determined at the
same time, since the TUG-3 is just the concatenation of 7 TUG-2s, as illustrated in
figure 4.7.
4. When the location of the correct TUG-2 is determined, the demultiplexer just has to read
the contents of the correct TU-12 pointer to determine the start of the VC-12.
This means that the demultiplexer only has to read two pointer fields to determine the position
of a VC-12 inside an STM-1 frame, as illustrated in figure 4.9. The VC-12 can subsequently
just be extracted from the STM-1 frame and the demultiplexer then just have to perform a ”dejustification” procedure to obtain the original E1-signal as illustrated in figure 3.6 on page 13.
Note that in the real VC-4 frame format the different TU-12 pointers are not stored in a single
block. Instead, they are found in different (but fixed) positions, which means that as soon as the
demultiplexer knows the start of a VC-4, it automatically also knows the position of all TU-12
pointers.
The extracting/insertion of a E1-signal is therefore a much simpler operation in SDH compared to PDH.
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Figure 4.9: Demultiplexing in SDH.

4.5

Pointer adjustments

The previous description of SDH assumed that the entire network was synchronized, so that
justification procedures similar to PDH was only needed at the ingress of the SDH network.
However, two different operator’s networks are not necessarily synchronized, i.e., not based
on the exact same frequency, so a procedure is actually needed in SDH to allow different SDH
networks with different frequencies to be interconnected. Fortunately, the concept of (TU-/AU-)
pointers in SDH makes this procedure simpler than in PDH.
There are two cases to be considered when an SDH signal from network operator X is sent
to network operator Y:
• Case A – Network operator X uses a slightly higher frequency than Y: This means that
the ingress SDH network element in Y receives more payload-bytes (i.e., bytes from the
incoming VC-4s) than it sends to other nodes in network Y. This case is handled by using
some of the bytes in the STM-1 frame’s header as an extension of the STM-1 frame’s
payload field, i.e., that the payload field in the STM-1 frame is enlarged from time to time
to handle the excess bytes.
• Case B – Network operator X uses a slightly lower frequency than Y: This means that
the ingress SDH network element in Y from time to time will not have enough bytes to
fill the entire payload area of the STM-1 frame. In this case, the SDH network element in
Y will just insert some dummy bytes in the payload field. However, this also means that
the VC-4s inside the STM-1 frames will be shifted towards the end of the STM-1 frame
with the same amount of bytes, so the (AU-4) pointer field will be increased with the same
amount.
Figures 4.10a) and b) illustrates cases A and B, respectively.

4.6

Higher bit rates

In the previous sections, only the lowest level of the SDH hierarchy, i.e., SDH level 1, was
considered, but as listed in table 4.1, the SDH principle specifies higher bit rates. Figure 4.11
shows how the payload to STM-N frames2 are generated.
2

N = 4, 16, 64 and 256
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(a) Incoming SDH signal with higher frequency.

(b) Incoming SDH signal with lower frequency.

Figure 4.10: Compensating for differences in frequency between different SDH networks.
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Figure 4.11: Generating higher levels in SDH.
For instance, to generate the payload for STM-4 frames, either 4 AUG-1s can be concatenated
into an AUG-4, or the AUG-4 can be generated from a AU-4-4c, which (in a similar way as
before) is a VC-4-4c plus a pointer. The VC-4-4c and in general the VC-4-Xc (X=4, 16, 64 and
256) are simply the corresponding C-4-Xc signals with justification and POH. The C-4-Xc are
not standardized PDH signals, but instead arbitrary constant bit rate signals. The maximum
bits rates of the different C-4-Xc are:
Container
C-4-4c
C-4-16c
C-4-64c
C-4-256c

Max. bitrate
599040 kbps
2396160 kbps
9584649 kbps
38338560 kbps

Table 4.3: Max. capacity of the different VC-4-Xc virtual containers.

4.7

SDH network elements

The different elements that are found in an SDH network are illustrated in figures 4.12a-d) and
described in the following.
• Regenerator – The Regenerator (R) is the simplest network element in an SDH network,
which is needed for long-distance transmission systems. Even though optical fibers today
have a very low loss (a common figure is 0.2 dB/km), the optical signal still needs to be
amplified if the transmission system is longer than approximately 50 km. Furthermore,
due to a physical phenomenon in optical transmission systems called dispersion, the light
pulses need to be ”reshaped”. Both of these tasks (amplification and reshaping) is the
purpose of the Regenerator node.
• Terminal Multiplexer – The Terminal Multiplexer (TM) is a node that can take a
number of digital signals (e.g., PDH signals) and multiplex these to generate an STM-N
signal, as described in section 4.3.
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(a) Regenerator

(b)
Terminal
Multiplexer

(c) Add Drop Multiplexer

(d) Digital
X-Connect
(cross-connect)

Figure 4.12: Different network elements in an SDH network.
• Add Drop Multiplexer – The Add Drop Multiplexer (ADM) can – just as the TM –
multiplex a number of PDH signals into different STM-N signals, but it can also replace
information in the incoming STM-N signals, e.g., one ADM can perform the same task as
the entire drop-and-insert structure in PDH (See figure 3.8 on page 15).
• Digital Cross Connect – A Digital Cross Connect (DXC) is the most advanced network
element in an SDH network. At the input is a number of STM-N systems, which the DXC
can demultiplex to obtain the individual VCs (both higher and lower order VCs), which
can be combined in a new way to form the outgoing STM-N systems.

4.8

SDH network architectures

When SDH is introduced in a core network, a common topology is a ring network, or more
precisely a double-ring, as illustrated in figure 4.13a). The advantage of using a double ring is
that if one of the transmission systems between two ADMs fails, it will be possible to restore
the ring by looping the signals in the ADMs at each end of the failed transmission system, as
illustrated in figure 4.13b).
The use of protection switching in a transport network can also be illustrated in ring networks, as shown in figure 4.14a-c). Figure 4.14a) shows an SDH ring with two transport connections, X and Y. Connection X enters the SDH ring at the ADM on the left and exits at the
ADM on the right, while connection Y enters at the lower ADM and exits at the left ADM.
With protection switching, the information is sent on both a working path and a backup path.
Figure 4.14b) illustrates a possible way that connections X and Y are transported inside the
SDH ring. The working paths are illustrated with solid arrows, while dashed arrows are used
for backup paths. For connection X, the working path goes through the upper ADM while the
backup path is via the lower ADM. For connection Y, the working path is directly from the
lower ADM to the left ADM, while the backup path is via the right ADM and upper ADM.
Suppose that there’s a link failure, as illustrated in figure 4.14c). The ADM on the right
will quickly notice that it fails to receive any signal from the upper ADM, and thereby quickly
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(a) SDH ring network

(b) SDH ring network with error

Figure 4.13: SDH ring network.

(a) Basic setup

(b) Normal situation

(c) Flows with link failure

Figure 4.14: Protection switching in SDH ring networks.
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switch to the backup path for connection X. The result will only be a brief interruption of the
information flow. However, for connection Y, there’s no interruption, since the working path for
connection Y did not cross the failed link.
An SDH ring typically connects related telephone exchanges at a similar hierarchical level,
but to ensure that telephone calls can be established between arbitrary subscribers, the SDH
rings at different hierarchical levels have to be interconnected, as illustrated in figure 4.15. The
reason why there are two connections between the different hierarchical levels is to ensure a
more reliable network. If there was only one connection, which failed, the transport network
would have been partitioned into two parts, and communication between subscribers in diffent
parts would not be possible.

Figure 4.15: Hierarchical structure of an SDH transport network.
Although a ring topology is common for SDH networks, it is also possible – typically for the
higher levels in the network hierarchy – to use a mesh topology here.

4.9

Supervision and monitoring in SDH

As described at the start of this chapter, one of the advantages of SDH over PDH is the ability
to monitor the quality of the connections through the SDH network, which is possible at the
different levels shown in figure 4.16.
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Figure 4.16: SDH multiplexing architecture.
The lowest level is the repeater section between a multiplexer (TM, ADM or DXC) and a Regenerator or between two Regenerators. Here, the network operator can monitor the transmission
for bit errors, etc. In addition, the network operator can control the operation of the different
Regenerators, e.g., adjust the power levels. The communication between the Regenerator and
the network operator’s Management system uses fields in SOH header part of the STM-N frame,
specifically the Regenerator Section OverHead (RSOH) in the STM-N frame in figure 4.17.

Figure 4.17: RSOH and MSOH in the STM-N frame.
The next level that can be monitored and supervised is the entire transmission system between
two multiplexers, called a Multiplexer section. The exchange of information between the multiplexers and the operator’s management system uses fields in the Multiplexer Section OverHead
(MSOH) fields of the STM-N frame.
The next higher level is the Higher-order path level, which permits the network operator
to monitor the quality of higher-order paths through the transport network. Recall that the
creation of a VC-nn added Path OverHead (POH) to the payload of the VC-nn frames. This
POH information can be used at the end of a path to determine the reliability of the path, i.e.,
how often bit errors can be detected.
At the highest level is the Lower-order path level, which permits the network operator to
monitor the quality of a lower-order path. Since the lower-order VCs are eventually encapsulation in a VC-4 or other higher-order VC before transmission in an STM-N frame, it might be
questioned why there’s a distiction between lower-order and higher-order paths. The reason is
just that a higher-order path may be terminated inside the transport network, e.g., at a DXCnode, where the lower-order VC is then encapsulated in a new VC-4, i.e., in a new higher-order
path. Figure 4.18 illustrates the relation between the two path levels.
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Figure 4.18: Relation between lower-order and higher-order paths.
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Appendix A

Acronyms
ADM
AUG-n
AU-n
BER
C-n
DDF
DXC
FDM
ITU-T
MSOH
PDH
POH
PSTN
RSOH
SDH
SOH
SONET
STM
TDM
TM
TUG-n
TU-n
VC-n

Add Drop Multiplexer
Administrative Unit Group-n
Administrative Unit-n
Bit Error Rate
Container-n
Data Distribution Framework
Digital cross (X) Connect
Frequency Division Multiplexing
International Telecommunication Union - Telecommunications standardization sector
Multiplex Section OverHead
Plesiochronous Digital Hierarchy
Path OverHead
Public Switched Telephone Network
Regenerator Section OverHead
Synchronous Digital Hierarchy
Section OverHead
Synchronous Optical NETwork
Synchronous Transfer Module
Time Division Multiplexing
Terminal Multiplexer
Tributary Unit Group-n
Tributary Unit-n
Virtual Container-n
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