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Chapter 1

Introduction
The ability to communicate electronically with other people regardless of their locations has
become an important part of the modern society, but this communication is only possible with
the help of various communication networks that are used to transfer the information between
people. Contemporary examples of these communication networks include:
• The traditional telephone network, where every subscriber has a telephone connected to a
plug in the wall.
• Mobile communication networks that allow people to use mobile telephones to talk and/or
exchange data, while walking, driving, and so on.
• Local area networks (LANs) that are used to interconnect computers, printers, etc., in a
limited geographical area.
• The Internet that covers the entire Earth, which was originally used for data communication, such as web surfing, file transfers, emails, etc., but is now increasingly used for newer
services, e.g., Internet-telephony, Video-streaming, etc.
The purpose of this lecture note is to introduce the reader to the area of data communication
networks; both general concepts and specifically LANs and the Internet. The lecture note
is intended for use in courses 34310 Introduction to Communication Technology and 34311
Introduction to Networks for Telecommunication and Data Communication. It is structured
as follows. Chapter 2 introduces the general concept of communication networks consisting of
network nodes and communication links, including a discussion of the various transfer methods
that can be used in these networks. Chapter 3 describes the concept of communication protocols,
including common protocol mechanisms, and also the concept of protocol reference models with
emphasis on the OSI reference model. Chapter 4 presents a specific type of communication
networks known as local area networks (LANs), both in general, but also includes a description
of most common examples today: Ethernet and wireless LANs. The ubiquitous Internet is the
topic for chapter 5, which describes aspects of the fundamental IP protocol, the UDP and TCP
transport protocols and some common application protocols for web browsing, emails and file
transfers. At the end of the lecture note are two appendices on Amplitude Modulation and
Number Systems, respectively.
The lecture note will focus on the general aspects of these topics to permit the reader to
gain a basic understanding of the topics. Readers with an interest in the more advanced and
detailed aspects of the topics are referred to advanced courses, e.g., course 34341 Advanced Data
Communication or other courses.

3

Although this lecture note has been proofread many times, it is bound to contain numerous errors, so please inform the author (email: larst@fotonik.dtu.dk) if you find any. Any
comments or suggestions that might improve the lecture note are also appreciated.

1.1

Notation used

In the following chapters in this lecture note, it is often relevant to describe how information,
e.g., in form of messages are exchanged between different users, network equipment, and so on.
A number of different ways that is used to illustrate these information exchanges is shown in
figure 1.1.

(a)

(b)

(c)

Figure 1.1: Types of figures used to illustrate exchanges of information.
The vertical lines in figure 1.1 represent the different users, network equipment, etc., that generate and/or receive information, while the arrows represent the actual messages. The timing
of messages uses the fact that time progresses downward, i.e., if message B is transmitted after
message A, then the arrow representing message B is drawn below the arrow that represents
message A.
Figure 1.1a) is the simplest message exchange, where only the order of messages is relevant.
However, as it takes some time for a message to travel from one device in the network to another,
the message will arrive at the destination device some amount of time after it was transmitted
by the source device. This fact is illustrated in figure 1.1b) by slanted arrows. Also indicated in
this figure is the propagation delay, i.e., the delay from a message was transmitted until it was
received. Finally, it may also be relevant to describe that the transmission of a message also take
some time, i.e., that there is a transmission delay involved. This is illustrated in figure 1.1c).
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Chapter 2

Communication networks and
transfer methods
2.1

What is a communication network?

The purpose of any communication network is to permit users (in a very general sense) in
different locations to exchange information. A well-known example is the traditional telephone
network (also called the Public Switched Telephone Network (PSTN)) where two people can talk
with each other, even though they could be located in different continents.
In general, a generic communication network consists of a number of terminals and network
nodes that are interconnected by communication links in some structure. The structure of a
communication network (i.e., how the network nodes are interconnected by the communication
links) is also referred to as the network’s topology, or sometimes the network architecture.
A generic terminal is a device that is the originator and/or destination of some information,
which is often operated by a human user. Examples of terminals from existing communication
networks are telephones (both traditional fixed and mobile) and personal computers. A device
such as a webserver, which is not operated directly by a human user, is also a terminal by this
definition.
The purpose of a generic network node is to be able to receive information from a terminal
or other network node, analyze and possibly process this information and ultimately forward
the information towards the destination. The network nodes in real communication networks
are referred to as routers, switches, gateways, telephone exchanges, etc.
A simple example of a terminal is a traditional telephone, which (using a small microphone)
converts a user’s speech (i.e., sound waves) into an analog electrical signal that is sent through
the telephone wires to the local exchange (i.e., the first network node). In the local exchange,
the user’s voice signals are usually converted into digital signals1 , which are then transferred
through the telephone network to the local exchange of the other user in the conversation, where
the digital signals are converted back into an analog signal. This is then transmitted to the other
user’s terminal (his telephone), and is here converted into sound waves by a small loudspeaker.
In a long distance phone call the signals will pass a number of telephone exchanges. Figure 2.1
illustrates a generic telephone network.
The communication links that interconnect the terminals and the network nodes can be
very different, but in general, a communication link can be viewed as a kind of ”pipe”, where
information in one form or another is put into the pipe at one end and arrives (after some delay)
at the other end. Every communication links can be characterized by a number of parameters:
1

Normally consisting of the two binary signals, ’0’ and ’1’
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Figure 2.1: Phone conversation.
• Delay – which expresses that it takes some time for the information to travel the length
of the ”pipe”. Every communication link has some delay, which is a physical property of
the link. Since nothing can travel faster than the speed of light in vacuum, c (∼ 3 · 108
m/s), the delay for a communication link that connects two network nodes that are located
L
L meters apart is at minimum 3·10
8 seconds. The actual speed that the information travels
with depends on the type of medium, e.g., copper, glass, etc. In copper wires the signals
usually travel with a velocity of approximately 2/3 · c and slightly higher in optical fibers.
• Capacity – which describes how much information can be sent through the communication
link per time unit (usually per second). For digital signals, the capacity is usually measured
in the number of bits per second (normally abbreviated ’bps’2 ), that can be sent.
• Error rate – which describes how often the information is changed during transmission.
Every communication link is exposed to noise or imperfections in one form or another, so
the information that is received at the end of the communication link is never completely
identical to the information that was transmitted at the start of the link.
Some examples of common communication links are:
• Metallic cables – which are usually made of copper. Many different kinds exists, such
as simple pair-twisted wire that is used to carry telephone (and today also ADSL) signals
between the users’ homes and the local telephone exchange. Another example is coaxial
cables that is commonly used to connect antennas to TV-sets, but was also used extensively
earlier to carry the information between different telephone exchange.
• Optical fibers – which are made of very pure glass and carries information in form
of light (photons). Optical fibers are the preferred form of cables today for high speed
communication links over long distances. An optical fiber is characterized by a very high
capacity and a low error rate. The capacity of an optical fiber is in the order of 1012 bps,
and the error rate for a ”good” optical fiber can be as low as 10−9 − 10−12 , which means
that – on average – only 1 bit out of 1000000000000 bits are changed inside the fiber.
• Wireless links – which are used in mobile communication systems, wireless LANs, Bluetooth, etc. Compared to an optical fiber, a wireless link has much less capacity and a much
higher error rate. The capacity of contemporary wireless links can be in the order of a few
kbps for wireless sensor networks, 1-10 Mbps for the modern mobile network technologies
and 100 Mbps (or more) for the wireless LANs and similar technologies.
2
With possible prefixes, such as ’kbps’ for kilobits per second (103 bps), ’Mbps’ for megabits per second
(106 bps), ’Gbps’ for gigabits per second (109 bps), etc.)
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2.2

Network topologies

The way that network nodes are interconnected by communication links is - as described earlier
- referred to as the network’s topology. The simplest possible topology is a dedicated communication links between every pair or network nodes, but this is not practical if the network has
more than just a few network nodes. If the network contains N network nodes, the number of
communication links needed would be N · (N − 1)/2 (assuming that the communication links
can transmit information in both direction). Therefore, every (practical) network topology has
fewer communication links. Figure 2.2 illustrates some of the network topologies that are being
(or have been) used in various communication networks.

Figure 2.2: Examples of simple network topologies.
The Bus, Ring and Star topologies are common in local area networks (LANs), while the Tree
topology (which is a generalized Star topology) is characteristic of the telephone network. The
Mesh network is the most general network topology, where every network node is connected by
2 or more communication links to other network nodes. Typical packet switched networks (see
section 2.4.2) such as the Internet uses a mesh topology in the backbone. An interesting characteristic of the mesh topology is that there’s often more than one possible path between arbitraty
pairs of network nodes, which means that the topology is more resilient to failures of network
nodes and links, since the information may be diverted through other paths if network nodes or
links on the original path fails. The Full Mesh is a network topology with a communication link
between every pair of node. An example of a Full Mesh network could be a wireless network
where all network nodes are located close to each other, so that if one network node transmits
some information, this will be received by all other network nodes.

2.3

Access and Core part of a network

A network can often be divided into an access part and a core part, as illustrated in figure 2.3.
The access part is the part of the network that the users’ terminals are connected to, while the
core part is the ”internal” part of the overall network structure. The network nodes in figure 2.3
can also be divided into two categories: access nodes and core nodes. The access node are the
nodes that the users’ terminals are connected to, while the core nodes are the nodes inside the
core part of the network that are only connected to either access nodes or other core nodes.

7

In the PSTN, access nodes are the local exchanges, while core nodes are the transit exchanges
(that doesn’t have any subscribers connected to it.)

Figure 2.3: Access and core part of a network.
The distinction between access and core can also be applied in networks of networks, so that
the users can be connected to an access network, and the individual access networks are then
interconnected by a core network as shown in figure 2.4. This configuration is typical for the
Internet, where the access networks are the ISP3 networks, while the core network is an Internet
backbone network. In general, the capacity of a core network is usually much bigger than an
access network, since it has to carry traffic from a large number of access networks.

Figure 2.4: Access and core networks.

2.4

Network transfer modes

The way that a communication network handles the traffic is called the network’s transfer
mode. The transfer modes used in existing communication networks are the Circuit Switched
(CS) transfer mode and the Packet Switched (PS) transfer mode, where the latter comes in two
variants, the Connection Oriented (CO) and the Connectionless (CL), as shown in figure 2.5.
This section describes the fundamental characteristics of these different transfer modes.
3

ISP = Internet Service Provider
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Figure 2.5: Classification of transfer modes in communication networks.

2.4.1

Circuit switched transfer mode

The principle of circuit switched transmission originates in the traditional telephone networks.
Before the introduction of digitalization4 and multiplexing5 , a connection between two subscribers was established as a direct electrical circuit between the subscribers, so that the electric
current would flow directly from one subscriber’s telephone through the mechanical switches of
the exchanges to the other subscriber’s telephone, without any interference from other electric
flows. Since the circuit was active for the duration of the telephone call, this circuit was reserved
since no other users would be able to use it. However, with the introduction of digitalization
and multiplexing schemes in telephone networks, this one-to-one relation between a connection
and an electrical circuit is no longer true. Today, many conversations share the same transmission systems between telephone exchanges using some kind of multiplexing scheme where
the individual connections are using different frequencies, timeslots, etc., as explained in the
following section. However, a connection in a modern circuit switched network still means that
a constant capacity is reserved for the connection and that other subscribers are not able to use
this capacity.
Multiplexing in circuit switching
Frequency Division Multiplexing: Frequency Division Multiplexing (FDM) was the
first form of multiplexing used in the traditional telephone network. The idea of FDM is based
on the fact that the frequency spectrum of a voice signal contains most of its useful information
in the frequency range between 300 Hz - 3400 Hz, which is often far less that the useful frequency
spectrum of the transmission systems.
FDM is based on the principle of modulation where a signal can be ”moved” to a different
part of the frequency spectrum. As an example, if a voice signal, which occupies the 300 Hz 3400 Hz part of the frequency spectrum, is modulated with a 16 kHz carrier-signal, the voice
signal (after filtering) has now been moved to the 16300 Hz - 19400 Hz part of the frequency
spectrum. Using the same 16 kHz carrier signal at the receiver, the modulated signal can be
demodulated, which (after filtering) results in the original voice signal in the 300 Hz to 3400 Hz
part of the frequency spectrum. Appendix A explains how Amplitude Modulation (AM) can be
used to ”move” a signal from one part of the frequency spectrum to another.
If we then use a number of different carrier signals (one for each voice signal) where the
carrier frequencies are sufficiently different, then different voice signals can be moved to their
own part of the frequency spectrum, where they would not interfere or overlap with other
modulated voice signals. Suppose that one voice signal is modulated with a carrier signal of f1
Hz, it will then occupy the f1 + 300 Hz to f1 + 3400 Hz part of the frequency spectrum. If we
then modulate another voice signal with a carrier signal with frequency f2 Hz (assuming that
4

Digitalization refers to the conversion of an analog signal, so that the information in the signal is represented
by digital values, e.g., using the binary values ’0’ and ’1’.
5
Multiplexing refers to the methods or principles used to allow a number of users to share the same communication resources.
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f1 < f2 ), this will occupy the f2 + 300 Hz to f2 + 3400 Hz part of the frequency spectrum. The
two modulated signals must not overlap in the frequency spectrum, so we must require that the
highest frequency of the voice signal modulated with f1 is lower than the lowest frequency in
the voice signal modulated with f2 , i.e.,
f1 + 3400 Hz < f2 + 300 Hz
m
f2 > f1 + 3100 Hz.
This means that the frequencies of the carrier signals must be spaced at least 3100 Hz apart, but
since it is not possible to make the necessary filters for this kind of modulation and demodulation,
the frequencies of the carrier signals used in real FDM systems differ by a multiple of 4000 Hz.
Figure 2.6 illustrates the FDM principle where 4 signals are multiplexed using 4 different
carrier frequencies, which differs by at least 4000 Hz. The 4 different voice signals can now be
transmitted simultaneously on the same transmission system without interferering with each
other. In commercial FDM systems, the number of voice signals that are multiplexed together
can be much higher than just 4.

Figure 2.6: Frequency Division Multiplexing
Depending on the number of carrier signals used, the same number of voice signals can share
the same communication system.
Time Division Multiplexing: In Time Division Multiplexing (TDM), the transmission
capacity is shared by dividing the time into a number of fixed-length timeslots as illustrated in
figure 2.7. Instead of one user using all the capacity all the time, the capacity is now shared
among the users, so that one user can use all capacity but only in certain periods, i.e., in the
allocated timeslots. As shown in the figure, the incoming bit streams are divided into block of
8 bits, which are placed in different timeslots.
The timeslots are grouped into frames and numbered, usually from 0. If a user is allocated
a specific timeslot he will be able to transmit once in every frame. In figure 2.7 a frame contains
4 timeslots, but in real systems, the number of timeslots per frame is usually higher.
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Figure 2.7: Time Division Multiplexing.
Often the first timeslot or some bits placed before the first timeslot is used for frame synchronization, so that the receiver can determine where frames starts, and thereby where the different
timeslots are located. Without frame synchronization, the receiver would not know where the
frames started, and thereby which bits belonged to which timeslot. In figure 2.7 it is assumed
that the frames contain a special synchronization field before the first timeslot, i.e., all 4 timeslots (TS0 - TS3) are used for information. Since the 4 different sources generate information
continuously with a constant bit rate, the bit rate of the multiplexed system is also constant.
The bit rate for the multiplexed system will at least be the sum of the bit rates of the
individual user’s bit rate, but if the frame contains extra bits for synchronisation, the bit rate
of the multiplexed system will then be even higher than this sum. As an example, suppose that
in figure 2.7 the users generate information at a rate of 8 kbit/s and that the Sync field is 4
bits. This means that each frame contains 4 · 8 bits + 4 bits = 36 bits. Since the users generate
8 kbit/s, the time used to generate 8 user-bits is simply 1 ms. This also means that the interval
between two frames is 1 ms, i.e., the multiplexed system generates 36 bits for every 1 ms, which
corresponds to a bit rate of 36 kbit/s for the multiplexed system.

2.4.2

Packet switched transfer mode

In circuit switching a connection is set up initially and capacity, usually in form of frequencies
or timeslots, is allocated to this connection for its entire duration. However, if the user do not
have information to send all the time, some of this capacity will not be used, i.e., wasted, since
it can’t be utilized by any of the other users.
If we define the utilization, U , of a communication system as the ratio of the actual amount
of information exchanged to the communcation system’s capacity, i.e.,
U=

Amount of information actually transferred
Allocated capacity

it is easy to see that the utilization can be low, if the users to not transfer information all the
time, since the capacity represents the maximum amount of information that could have been
transferred, if the user had send information continously.
Packet switching is another transfer method that can achieve a higher utilization if the users
do not generate a constant amount of information per time unit. In this transfer method, the
information is transferred in dataunits called packets. One packet usually contains a small part
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of the information to be transferred, so normally several packets are needed to transfer all the
user’s information.
In packet switching, the users only sends packets when they actually have information to
send, so if one user doesn’t send any packets in a certain period, other users can send their
packets in this period. This means that the total capacity of a transmission system is shared
in a non-deterministic way, since the individual users only sends packets if they have something
to send. For this reason, packet switching can also be characterized as stochastic6 multiplexing.
To cope with the situation, where multiple users are sending information (packets) at the same
time, network nodes in a packet switched network will have a buffer that can store packets for
a short time until they can be sent.
The characteristic of packet switching that packets are only sent if the users have information
to send presents a issue for the network nodes. In circuit-switched networks, a network node
knows which timeslot/frequency belong to which connections, but in a packet switched network
where the users only sends packet when needed, some extra information is needed for the network
nodes to be able to deliver the packets to the correct destinations. This extra information
accompanies the user information in form a header, so that a packet actually consists of two
parts. Firstly, a header used by the network nodes to send the packet to the correct destination,
and secondly, some part of the user’s information. The latter is usually referred to as the packet’s
payload.
Figure 2.8 illustrates the principle of dividing the user information into packets. Note that
packets are not necessarily the same size. A large block of information that will be transferred
in N packets will normally be divided into N − 1 packet that are as large as the network can
handle followed by a smaller packet with the remaining piece of the user information.

Figure 2.8: Principle of packet switching.
Two variants of packet switching are exists: Connection-oriented and Connectionless packet
switching.
Connectionless packet switching
In connectionless (CL) packet switching, a terminal simply sends the packet when it is ready.
This means that there is no guarantee that the destination terminal is reachable or even prepared to receive the information. Furthermore, the network nodes are not informed in any way
where different packets are going to be delivered to. Therefore, each packet in connectionless
packet switching must contain all the necessary information about the destination terminal, i.e.,
the full address7 of the destination, in the packet header. This fundamental characteristics of
connectionless packet switching is similar to the postal service. A person sends a letter whenever
6
7

Stochastic = Random
An example of a full address is the IP address used in the Internet, as described in more details in section 5.2.2.
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he wants to, but the envelope has to have the recipients full address for the postal service to
deliver the letter.
Figure 2.9 shows a small connectionless packet switched network, where terminals A and
D are exchanging information. One characteristic of a connectionless packet switched network
is that the network nodes process and forwards each packet individually, which means that
different packets from the same source terminal to the same destination terminal may actually
follow different paths through the network as shown in figure 2.9. The reason why packets may
follow different paths is that each network node forwards the packets on what they currently
believes to be the best path towards the destination, but this notion of ”best path” will often
depend on current conditions inside the network. These conditions may change over time, e.g.,
due to the current level of network traffic, so a network node may send packets to the same
destination on different paths.

Figure 2.9: Data exchange in a connectionless packet switched network.

Connection-oriented packet switching
Connection-oriented (CO) packet switching transfers the information in a virtual 8 connection
which has to be established before any user information can be transmitted. This has two
important implications. Firstly, all packets will be transmitted in this virtual connection and
thereby take the same path through the network, arriving at the destination in the same order as
they were sent. Secondly, since packets belong to a virtual connection then it’s not necessary to
have the entire destination address in the header, but instead just a identifier for the connection.
Since there are normally many more users in a network than active connections through a specific
node, the virtual connection identifier needs fewer bits in the packet header than a full destination
address, so there’s less overhead9 in connection oriented packet switching. Figure 2.10 show the
establishment of a virtual connection and figure 2.11 show how packets are exchanged between
terminals A and D. The setup of a virtual connection uses a special SETUP message sent from
the source terminal to the destination terminal, which is acknowledged with an ACK messages
from the destination terminal to the source terminal. After the exchange of the Setup and Ack
messages, the network nodes on the path now remember the virtual connection and the virtual
connection identifiers used. Note that each information packet contains the virtual connection
identifier instead of the full destination address and also that the virtual connection identifier
8
A connection in a connection-oriented packet switched network is referred to as a virtual connection, since
(usually) no capacity is allocated for the packet flow.
9
The term overhead refers here to the bits that are sent in addition to the user bits, i.e., the packets’ headers.
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can be different in the different links of the end-to-end path. The latter characteristic is not
a problem as long as the network nodes agree on, which connection identifier is used on which
links to identify a specific virtual connection.

a) Setup request

b) Acknowledgment
Figure 2.10: Setup of virtual connection

Timing in packet switched networks
Figure 2.12 shows the timing when transferring a block of information is transferred in a number
of packets for both connectionless (figure 2.12a) and connection-oriented (figure 2.12b) packet
switching. In this figure, it is assumed that there isn’t any other traffic and that (for the
connectionless case) all packets follow the same path in the network. Notice that a router may
forward a packet when it has been fully received, so that the router can forward one packet at
the same time as it is receiving the next packet.
From the figure, it can also be seen, that the connection-oriented approach incurs an overhead
by the time it takes for the SETUP packet to travel through the network from the source
node to the destination node and the time for the ACK packet to travel back to the source
node. However, this overhead is compensated by the fact that the header in the connectionoriented case is smaller since it only contains an identifier for the virtual connection while the
connectionless packets includes a full destination address in the header. In figure 2.12 the
connectionless approach is faster (completes in less time) but if the number of packets needed
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Figure 2.11: Data exchange in a connection-oriented packet switched network.

a) Connectionless

b) Connection-oriented

Figure 2.12: Timing in packet switched networks.
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to transfer all the information is large enough, the connection-oriented approach will eventually
be faster, i.e., transfer all the user’s information in less time than a connectionless approach.

2.4.3

Comparison of transfer modes

The different transfer methods discussed so far; circuit switching, connection-oriented packet
switching and connectionless packet switching are summarized in table 2.1.
Characteristic

Circuit switching

Capacity allocation
Overhead

Constant
None

Efficiency
traffic

Poor – Dummy information must be sent in idle
periods
Same as source

for

bursty

Information ordering at
receiver
Initial delay

Set-up of connection

Connection oriented
packet switching
None
Packet header with VCI
(Virtual
Connection
Identifier )
Good – packets only
sent when necessary

Connectionless
packet switching
None
Packet header with full
destination address

Same as source

Packets may be reordered inside the network
None - packets are sent
immediately

Set-up of virtual connection

Good – packets only
sent when necessary

Table 2.1: Comparison of transfer modes.
It should be noted, that pure packet switched networks as described here are only suited for
traditional data services, such as file transfers, emails, etc. Newer applications that transfer
so-called real-time information, e.g., voice information10 over a packet switched network would
benefit from some kind of resource allocations in the network, for instance that the packets
generated by a Voice-over-IP application in the Internet is given preferential treatment in the
network nodes, e.g., by allowing packets carrying digitized voice information to ”overtake” other
packets with, e.g., data from an email. It is an area of intense research today, how to implement
various mechanisms in a packet switched network such as the Internet that permits resources to
be allocated to specific types of applications. The concept of providing different capabilities to
different information flows is normally referred to as Quality-of-Service (QoS).

10

Examples include Voice-over-IP applications such as Skype and other.
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Chapter 3

Introduction to Communication
Protocols
3.1
3.1.1

Fundamentals of protocols
What is a protocol?

The exchange of information between two or more communication devices require that the
devices agree on all details of this exchange. Otherwise, if one device sends information in a
way that the other device cannot interpret, no information is exchanged. This means that a
successful exchange of information requires a predefined set of rules (language) between the
communication devices. In the context of communication systems, such a language is known as
a protocol. Generally speaking, a protocol is defined by three aspects:
1. Syntax – which defines how bits are assembled into meaningful messages, i.e., the syntax
specifies which bit patterns form legal messages within the context of the protocol.
2. Semantics – which defines the meaning of the different messages, i.e., specifies how (legal)
bit patterns must be interpreted, e.g., that a certain bit pattern is to be interpreted as the
sending device wishes to terminate an active connection.
3. Timing – which defines the possible sequences of the messages, i.e., in which order messages may be sent and received.
This is very similar to a human language, where two persons will not be able to communicate
unless they speak a common language. A human language is based on an alphabet that are the
basic symbols that are used to construct words. The words are given a meaning (semantics) and
are used to construct sentences. The construction of sentences must follow some rules (syntax).
Finally, there are some rules about the order (timing) of sentences, i.e., sentences in form of
questions precede sentences in form of answers.
The definition of a protocol will normally include the definition of certain parameters that
affect how the protocol may be used. An example of such a parameter is the maximum length
(number of bits) of protocol messages, so that only protocol messages that are smaller than or
equal to this length may be exchanged. The parameters of a protocol can be divided into two
categories:
• Implicit parameters, that both terminals agree on before any messages are exchanged.
These parameter are implicitly selected when the protocol is selected.
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• Explicit parameters, that might be changed through negotiations between the devices.
Often this negotiation takes place in the initial phase of an information exchange only,
but some protocols also permit parameters to be changed during the use of the protocol.
An example is the Maximum Segment Size (MSS) parameter used in TCP. When a TCP
connection is established, each part indicates the maximum size of segments that they are
prepared to receive.
In the rest of the chapter, the term protocol entity will be used as a general term to describe an
active part of a system, which is responsible for transmitting, receiving and processing protocol
messages.

3.1.2

Scope of protocols

Different protocols can have different scope in a communication system. If two terminals are
connected to a communication network, as shown in figure 3.1, the protocols involved in the
exchange of information between these two terminals will have different scope. Some protocols control the exchange of information between the terminals across the entire communication
network, while other protocols control the transfer of information from one point in the communication system to the next.

Figure 3.1: Different scope of protocols.
Protocols can therefore be grouped into end–to–end protocols and link–by–link protocol. In the
former type, the protocol messages are created and processed at the terminals (often also referred
to as end–systems), while the messages in a link–by–link protocol are generated/modified and
processed in all nodes of the network.
As an example, in the traditional fixed telephone network we can identify both link–by–link
and end–to–end protocols. The dialogue between the (human) users is an end–to–end protocol,
while the DTMF signaling1 between the user’s telephone and the local exchange is a link–by–link
protocol.

3.1.3

Connectionless or Connection–oriented Protocols

Protocols can be divided into two categories, connectionless protocols and connection–oriented
protocols. In a connection–oriented protocol, the two communicating entities first establish a
(logical) association between themselves, referred to as a connection. This permits each entity to
1

DTMF = Dual tone multi-frequency, i.e., the signals that consists of a combination of two frequencies that
are used to signal a telephone number to the local exchange.
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verify that the corresponding peer-entity is active and ready to send and/or receive information2 .
It is customary in connection–oriented protocols that when a protocol entity receives certain
protocol messages, it provides some feedback to the sending protocol entity. This feedback may
be used for different purposes, e.g., flow–control and error–control, as explained later.
Contrary to this, in a connectionless protocol, no (logical) connection is established prior to
the exchange of information. Instead, a protocol entity transmits messages immediately when
it has information to send. As a consequence, a protocol entity that transmits a message in a
connectionless protocol will not know whether the intended destination is active and ready to
receive information. Furthermore, the protocol entities in a typical connectionless protocol do
not provide any feedback on received messages, i.e., the transmitter will not know if a transmitted
message was received or not.
An example of a connection–oriented exchange of information is shown in figure 3.2. In a connectionless protocol, the connection establishment phase and the connection termination phase
would be absent. Furthermore, no information acknowledge messages would be sent by B. There

Figure 3.2: Generic connection–oriented protocol.
are some protocols that combine the characteristics of connection–oriented and connectionless
protocols. The LLC protocol, used in local area networks, has a connectionless acknowledged
mode, where transmissions are acknowledged, but there are no connection establishment or
connection termination phases.
The characterization of protocols into connection–oriented protocols and connectionless protocols is similar to the characterization of packet switched networks into connection–oriented
networks and connectionless networks.
2

This is similar to the case in PSTN, where the A–subscriber dials a number, causing the phone of the
B–subscriber to ring. When the B–subscriber lifts the handset, the connection is established.
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3.2
3.2.1

Protocol procedures
General scenario

This section explains some of the procedures that are commonly found in many protocols. All descriptions are based on the general communication scenario in figure 3.3, where one user–process
in the source system wants to transmit some information to a user–process in the destination
system.
The user–process in the source system delivers the information to be transmitted to the
protocol–entity in the same system. The protocol–entity in the source system will then generate
one or more protocol–messages that are subsequently transmitted to the protocol–entity in the
destination system through the communication channel. When these protocol messages are
received by the protocol entity in the destination system, the protocol entity will extract the
information from the user–process in the source system, and deliver this information to the user–
process in the destination system. The actual type of communication channel is not important.
It can be a direct connection, e.g., cable, optical fiber or wireless link between the two systems,
or a connection through a large network.

Figure 3.3: Generic communication scenario.
The flow of information between the user–processes is normally bidirectional. However, in this
section, the primary focus will be on a unidirectional flow of information, since a bidirectional
flow can often be considered as two opposite (and possibly interdependent) unidirectional flows.

3.2.2

Encapsulation

Information from the source user–process can not be transmitted on its own, but must include
additional information during transmission through the communication channel. The purpose
of this additional information is to control and supervise the operation of the protocol. This
control information is generated and processed by the source and destination protocol entities,
so that neither of the user–processes see it.
Therefore, protocol messages contain two parts, information from the user–process and additional information used to control the operation of the protocol. Sometimes the information from
the user–process will be absent, so that the protocol message contains only control information.
Messages in a protocol can therefore be divided into two categories:
• Control messages – that do not contain any user–information. These messages are only
used to control the operation of the protocol.
• Data messages – that contain user–information in addition to the information used to
control the protocol.
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In the terminology of the OSI reference model (see section 3.4), the messages that are exchanged
between the source and destination entities are called Protocol Data Units (PDU). The information that are included in each PDU for control and supervision is called Protocol Control
Information (PCI). If the PDU contains information from a user–process, it is referred to as the
Service Data Unit (SDU), since the protocol provides a service to its users, i.e., the transfer of
user–information between user–processes. The SDU part of a protocol–message is often referred
to as the message’s payload, while the control information is the overhead. A control message
would only contain the PCI part.
Figure 3.4 illustrates the concept of encapsulation. Note that the actual placement of the
control information (PCI) in relation to the information from the user–process (SDU) varies
from protocol to protocol. The PCI part of a protocol message that is placed before the user
information is often called a header, while PCI information after the user information is called
the trailer. Many protocols keeps the control information in the header only.

Figure 3.4: Encapsulation and OSI terminology.

3.2.3

Segmentation and Reassembly

Buffer–space in terminals and network nodes has traditionally been a scarce resource, so there
is usually a desire to keep the size of protocol messages below some limit. For this reason, a
protocol imposes a maximum size of the messages that can be transmitted, which in turn implies
a maximum limit of the amount of information from user–processes that can be transferred in
each protocol message.
If this limit on the amount of information from user–processes in each protocol message was
also enforced on the interface between the user–process and the protocol entity, this would limit
the scope and usability of the protocol. Instead, the protocol entities might accept information
units of any size from the user–process to provide flexibility.
If a user–process delivers an information unit which is larger than the maximum amount of
information that can be transferred in each message, the source entity must divide the information unit into smaller pieces, where each of these pieces are sufficiently small to fit in a protocol
message. Each piece is then transferred in a protocol message.
When the information has been divided into a number of pieces, it must be combined again at
the destination, either at the destination entity, or in some cases in the destination user–process.
The most common solution is to combine the pieces at the destination entity.
The procedures of dividing and recombining the information units from a user–process is
commonly referred to as Segmentation and Reassembly. Examples include the segmentation of
user–information to fit the (small) payload field of ATM cells and the fragmentation used in the
IP protocol.
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3.2.4

Addressing

Addressing is an important concept in all communication system. Addresses are used to distinguish between different systems, processes, etc., so that a protocol message, which is labeled
with a specific address, is delivered to the correct destination(s) only.
The concept of addresses is important at several levels. First, if the communication channel
is of a broadcast nature3 , the protocol messages will be delivered to many possible destination
entities. Each destination entity is then required to examine a message’s address to see if the
message is intended itself, in which case, the protocol message is processed. Otherwise, the
message is ignored.
Second, if the communication channel represents a large network, the address is needed so
that the protocol message may be delivered from node to node inside the network toward the
destination. This is the purpose of the IP address found in the header of IP datagrams.
In other systems where the communication channel is a point–to–point link, the protocol
messages will automatically arrive at the correct destination entity, so addresses used to identify
the destination entity are in this case strictly not necessary. However, many protocols that may
be used on a point–to–point connection can also be used on, e.g., a point–to–multipoint4 connection where addressing is required. For the sake of uniformity, addressing is always included,
since the complexity of the protocol would be increased if the protocol entities had to distinguish
between point–to–point cases (where they could leave out the address) and point–to–multipoint
cases (where addresses are needed).
At a higher level, addressing is also be relevant in terms of user–process identification. In
some cases, a protocol may be used to transfer information from more than one user–process at
the same time. In this situation, an additional address is needed to identify which user–process
at the destination system that will receive the information in protocol message. An example are
the port fields of TCP or UDP headers.
Addresses in form of destination addresses and identifiers of user–processes are carried in
the protocol messages as part of the control fields.

3.2.5

Multiplexing

As described in the previous section, a protocol may be used to exchange information from
several user–processes at the same time over the same communication channel. In this case, the
source entity multiplexes the information from the different user–processes onto the same communication channel. At the destination system, the entity performs a demultiplexing function
and delivers the information to the correct user–process5 . This form of multiplexing is called upward multiplexing. Upward multiplexing, illustrated in figure 3.5, permits several user–processes
to share the same communication facilities at the same time.
The opposite of upward multiplexing is Downward multiplexing, as illustrated in figure 3.6,
refers to the case where the source entity sends the information from one user–process over
a number of communication channels. Downward multiplexing may be relevant if each of the
communication channels are somehow limited in capacity. Downward multiplexing may in this
case increase the throughput of the protocol, i.e., the amount of information from the user–
processes that may be exchanged per time–unit.
3

which has been the normal case in traditional LANs
point–to–multipoint indicates that one system may communicate with a number of other systems, for instance
a mainframe computer connected to a number of simple terminals.
5
The addresses mentioned in the previous section allows the protocol entity to deliver the information to the
correct user–process.
4
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Figure 3.5: Upward multiplexing.

Figure 3.6: Downward multiplexing.
Upward and downward multiplexing may of course be combined in a specific communication
scenario, where the protocol entity will transmit information from several user–processes in a
number of communication channels.

3.2.6

Flow Control

In this section, it is assumed that all messages are transmitted without errors, i.e., the communication channel in figure 3.3 is error–free. This means that all the messages sent by the source
entity will be received by the destination entity in the same order and without alterations.
As described earlier, one of the advantages of a connection–oriented protocol is the ability
for one protocol entity to ensure that the peer protocol entity is active and can send and/or
receive information. However, this does not mean that the destination protocol entity is able to
handle all the information it receives.
Suppose that a very fast computer sends messages to a very slow computer. The slow
computer may receive more messages per time–unit than it is capable of processing, so some
mechanism is required that will allow the destination entity to halt or limit the flow of messages
from the source entity when necessary. This is referred to as flow–control.
The simplest form of flow control is stop–and–wait flow–control. The basic principle is that
the source entity may not send any messages to the destination entity without explicit permission
from the destination entity. A simple exchange of information using stop–and–wait flow control is
shown in figure 3.7, where it is assumed that the source entity had previously received permission
from the destination entity. The normal term for the permissions are acknowledgments (ACKs),
which actually has two purposes. First, it acknowledges the receipt of a messages and second,
it permits the source entity to transmit a new message.
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Figure 3.7: Stop–and–Wait flow control.
As figure 3.7 shows, the source entity may only send one message at a time. After a message has
been transmitted, the source entity requires an explicit permission (i.e., the ACK) before the
next message can be transmitted. The destination entity is therefore able to impose restrictions
on the amount of information that the source entity can transmit. If the load on the destination
entity increases so it can’t process the received messages, it can simply withhold or delay the
acknowledgment until it is able to handle a new message.
Stop–and–Wait flow control is simple to implement, but the drawback is a low utilization of
the communication channel, i.e., the communication channel is not efficiently used, especially
in the case of small messages and large delay in the communication channel. In this case, the
source entity will only send information a fraction of the time. Suppose that it takes 1 ms for the
source entity to transmit a message and an additional 10 ms for the acknowledgment to return.
In this case, the source entity uses 1 ms to transmit a message followed by a waiting period of
10 ms. A complete cycle therefore takes 11 ms, but within this cycle, the source entity is only
allowed to transmit for 1 ms. The utilization is 1 ms/11 ms, i.e., approximately 9,1 %, since the
source is only allowed to transmit information for 9,1 % of the time, while the remaining 90,9 %
is spent waiting for an acknowledgment.
In this situation, the utilization can be increased if the source entity is allowed to send
more messages before it receives the acknowledgments, assuming that the destination is able
to process all the messages. Since the source entity may send more frames without receiving
acknowledgments, some method is required to distinguish between the messages that have been
sent and the messages that may still be sent before the source must receive acknowledgments.
For this reason, each message contains a sequence number that is carried in the PCI field. If
the source entity is allowed to send more messages at a time, the receiving entity should also be
able to handle more messages per time.
With the use of sequence numbers, the source entity is allowed to send a number of messages
before receiving any acknowledgments. Similarly, the destination entity should be prepared
to receive (provide buffer–space for) the same number of messages, if the messages can’t be
delivered directly to the destination user.
This is normally viewed as the source entity has a window of messages – represented by their
sequence numbers – that it may send. Similarly, the destination entity has a window of messages
that it should be prepared to receive. The concept of a window is illustrated in figure 3.8. This
form of flow control is called sliding–window flow control.
Suppose that the communication channel has just been initialized, and no messages and no
acknowledgments have been sent. If messages are numbered starting from 0 and the protocol
allows a window of 3 messages, the window at the source entity and at the destination entity
indicates messages 0, 1 and 2. If the source entity transmit the first message (message 0), the
source entity’s window will now shrink to include only messages 1 and 2. When this message
reaches the destination entity its window also shrink to messages 1 and 2. If the source entity
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Figure 3.8: Window in sliding–window flow control.
sends the next message (message 1) and it is received by the destination entity, both systems’
windows will indicate message 2.
In general, when the source entity transmits a message, the message’s sequence number
will be the sequence number at the lower edge of the window. After the message has been
transmitted, the lower edge of the window will increase by one to indicate that one less message
may now be sent. When the destination entity receives a message (corresponding to the lower
edge of the window), this edge will also increase by 1.
If the destination entity does not send any acknowledgments, the source entity will eventually
have sent all the messages that were indicated in the source entity’s window. The source entity’s
window is now “closed”, i.e., it may not send any messages until the window “opens” again.
The windows at the source and destination entities open when acknowledgments are sent
by the destination entity, which increases the upper edge of the windows. The purpose of
the acknowledgments is to give the source entity permission to send more messages, but it is
necessary to indicate how “much permission” is indicated by an acknowledgment. Therefore, an
acknowledgment must also carry a sequence number. It is customary for the sequence number
in the acknowledgment to indicate the sequence number of the next expected message by the
destination.
Continuing with the previous example, suppose that the source entity had transmitted messages 0, 1 and 2, and these were received by the destination entity. The windows at the source
and destination entities are now closed. An acknowledgment from the destination entity would
then contain the sequence number 3, since the destination entity had already received messages
0, 1 and 2, and the next expected message is therefore 3. The meaning of an acknowledgment
with sequence number 3 is to acknowledge that messages with sequence numbers less than 3
have been correctly received, and to indicate that the destination entity expects the message
with sequence number 3 as the next message.
The acknowledgment should also implicitly or explicitly specify the size of the window. In
many data link protocols6 , the window size is implicit (and fixed for the duration of a connection),
whereas some transport protocols7 employ a variable window size. If we assume a fixed window
size of 3 (since the initial windows had a size of 3 messages), the acknowledgment message with
the sequence number 3 can be interpreted as a request for 3 messages, starting with number 3,
i.e., messages 3, 4 and 5.
In the previous description of the sliding window flow control algorithm, the windows at
the source and destination entities closed before the destination entity returned any acknowledgment to the source entity. If the destination entity is able to process all received messages
quickly, it may return an acknowledgment for each received message. This will allow a more
continuous flow of messages, since the source entity will receive acknowledgments more often.
If the maximum window size is sufficiently large, the source will receive the acknowledgment
6
7

Protocols at OSI layer 2.
Protocols at OSI layer 4.
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for the first transmitted message before it transmits the last message contained in the window.
In this case, the window at the source is always ”open”, i.e., even though the lower edge of
the window increases as messages are transmitted, the upper edge is increased by the received
acknowledgments before the window closes. Since the window is always ”open”, the source will
always have permission to send messages, and when the source can transmit all the time, the
utilization of the communication channel is 100 %, i.e., it is used all of the time.
Figure 3.9 illustrates the principle of the sliding window flow control algorithm, where it
is assumed that the source entity only has 3 messages to send. If the source entity has more
messages to send, it will continue to do so, when the acknowledgments from the destination
entity are received. Note in real protocols, sequence numbers are represented by a finite number
of bits, and thus ”wrap–around”, i.e., if k bits are used to represent sequence numbers, the
messages are numbered 0, 1, ..., 2k − 1, so the message with sequence number 2k − 1 will be
followed by the message with sequence number 0.

Figure 3.9: Sliding window flow control.
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3.2.7

Error–detecting and error–correcting codes

In reality, the communication channel in figure 3.3 is not perfect. A message transmitted by the
source entity may fail to arrive at the destination entity, or may arrive with some of the bits in
the message altered, i.e., changed from 0 to 1 or vice-versa. This is due to the physical properties
of the devices and links in a real communication systems. A simple model of the imperfection
of the communication channel is to say that the channel has a certain bit–error–rate (BER),
which is defined as the probability that a bit is changed in the channel. In simple cases it
is assumed that errors occur independently, i.e., the probability that the (n + 1)th bit is in
error is independent of whether the nth was in error or not. In some communication channels,
e.g., optical fibers, the errors also occurs in bursts, which means that normally the bit error
probability is low, but in short intervals from time to time, the bit error probability becomes
relatively high.
This imperfection of the communication channel has an impact on the protocol, depending on
the requirements of the application. Some applications require a reliable transfer of information
so that the information that is delivered to the destination user–process must be exactly identical
to the information that was received from the source user–process. An example of such an
application is home–banking. Suppose that the user has authorized a transfer of $100 from
his account. Due to a single bit–error, this amount could be changed to $900, which is clearly
not what the user intended. Other applications are more tolerant of errors. For instance, in
packet-oriented telephony applications, a few bit–errors would not be detectable by the human
ear, and even multiple errors within a short time could just be perceived as a “click”, which
would not influence the conversation.
If the application requires that the information is transferred reliably, the destination entity
must be able to detect if a received message contains any errors. If error(s) are detected, the
destination entity must be able to handle the error, either by correcting the errors directly (if
possible) or by requesting that the source entity retransmits the message. Detection and possibly
correction of errors is possible with the use of error–detecting and error–correcting codes. The
principle of error–detecting or error–correcting codes is shown in figure 3.10. Based on the
information bits8 , the source entity calculates a Frame–Check–Sequence (FCS) using a special
mathematical function F . The information bits together with the FCS are now transmitted
through the communication channel to the destination entity, which calculates a new FCS from
the same input and same function. If the new FCS is identical to the transmitted FCS, the
destination entity assumes that no errors occurred.

Figure 3.10: Use of error–detecting or error–correcting codes.
With the use of an error–detecting code, it is possible for the receiver to detect transmission
errors9 . If the receiver detects an error, it must request a retransmission. However, if an error–
correcting code is used, the receiver can detect transmission errors, and in some cases also correct
these. The ability to correct errors depend on the number of errors. If there are only a few
8

which is the complete frame, except for the FCS.
Even the most advanced codes are not able to detect all errors. However, the Residual Error Rate (RER) –
which is the probability that a received message with errors is assumed to be error–free by the destination – is
normally negligible.
9
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transmission errors, it might be possible to correct these, but with more errors, it may only be
possible to detect that errors have occurred, but not to correct these.
The disadvantage of error–detecting or error–correcting codes is that additional bits (the
FCS, which is transferred in the PCI part of the protocol messages) must be transmitted along
with the information bits, which require a part of the capacity of the communication channel. The difference between error–detecting and error–correcting codes is also reflected in the
number of additional bits that must be transmitted. The ability to correct errors require more
redundancy, i.e., more bits in the FCS.
A simple example of an error–detecting code is the use of a parity bit. Assume that each
message contains 4 information bits, numbered x0 , x1 , x2 and x3 . A fifth bit is added so that
the number of ’1’–bits among the resulting five bit is even. Mathematically, this fifth bit can be
calculated with the use of the Exclusive–OR10 function simply as:
x4 = x0 ⊕ x1 ⊕ x2 ⊕ x3
These five bits are sent through the communication system. When the five bits are received,
the number of ’1’–bits is counted11 , and if there is an even number of ’1’–bits, the receiver will
assume that the received messages is errorfree. Otherwise, the destination entity will assume
that the received messages contains errors.
The use of a parity bit is a very simple form of error–detecting code. When the parity bit
is selected so that there is an even number of ’1’–bits among the five bits, the communication
system uses even parity. It is also possible to use odd parity, and in this case, the fifth bit is
selected so that the total number of ’1’–bits is odd. There are no differences between even–parity
and odd–parity communication in terms of their error–detecting capabilities.
The error–detecting property of a parity bit is easily verified. Suppose that an error occurred
on one of the five bits. Then a ’1’ was changed to ’0’ or a ’0’ to ’1’. In either case, the condition
that the five bits should have an even number of ’1’–bits is not satisfied, and the destination
entity will conclude that an error had occurred during transfer. A single parity bit is therefore
able to detect one error. However, if two errors occurred, two bits were changed, but that would
not violate the condition of even parity. Therefore, a single parity bit is not able to detect the
case of 2 errors. In general, a single parity bit can detect all cases where an odd number of
errors occur, whereas an even number of errors will not be detected.
The use of a parity bit enables the destination entity to detect a single–bit error, but the
destination entity is not able to determine which of the bits are in error, so the destination entity
is not able to correct the error. If it is required that the destination entity should be able to
correct at least some of the possible errors, the protocol must use an error–correcting code.
The simplest error-correcting code is a majority code. In this code, every information bit is
simply repeated a number of times, and the receiver will use the majority of the received bits
to decide on an estimate of the information bits. Suppose that the user wishes to transmit the
information sequence ’10110’ and that every bit is sent 3 times, the transmitted sequence will
be ’111000111111000’. Suppose the received sequence was ’101001111001000’, the receiver will
check the first 3 bits (’101’, i.e., 1 ’0’-bits and 2 ’1’-bit) and estimate that the 1st information
bit was ’1’, since there were more ’1’-bits than ’0’-bits. For the next two 3-bit groups, i.e.,’001’
and ’111’, the receiver makes the (correct) decisions about the information bits, determining
them as ’0’ and ’1’ respectively. However, for the 4th 3-bit group (’001’), the receiver estimates
(wrongly) that the information bit is ’0’. So, this majority code can correct one error among
10

Exclusive–OR (⊕) is defined as: 0 ⊕ 0 = 0, 0 ⊕ 1 = 1, 1 ⊕ 0 = 1 and 1 ⊕ 1 = 0
In actual implementations, the receiver would calculate x0 ⊕ x1 ⊕ x2 ⊕ x3 ⊕ x4 , which is 0 if the x0 , x1 , . . . , x4
bits contain an even number of ’1’–bits
11
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each 3-bit group. The majority principle can be enhanced to send 2n + 1 (identical) bits for
every information bit, and this code would be able to correct up to n bits for every (2n + 1)-bit
group.
Another example of a simple error–correcting code is a (7,4)–Hamming12 code. In this
code, information is sent in blocks of 4 bits, denoted x0 , x1 , x2 and x3 . Before transmission, 3
additional bits are calculated by the source entity as follows:
x4 = x1 ⊕ x2 ⊕ x3
x5 = x0 ⊕ x2 ⊕ x3
x6 = x0 ⊕ x1 ⊕ x3
The 4 information bits are sent to the destination entity along with the 3 additional bits, so the
destination entity receives 7 bits that may or may not be the same bits that were sent. If we
use yi to denote the received bits, then yi = xi if no error occured on the i-th bit; otherwise yi
is xi inverted. If we introduce an ’error’-bit, ei , to represent the errors, i.e., ei = 0 if no errors
occured on the i-th bit and ei = 1 otherwise, then the received bits can simply be expressed as
yi = xi ⊕ ei .
The destination entity then calculates:
s0 = y1 ⊕ y2 ⊕ y3 ⊕ y4
s1 = y0 ⊕ y2 ⊕ y3 ⊕ y5
s2 = y0 ⊕ y1 ⊕ y3 ⊕ y6
The expression for s0 can be rewritten as:
s0

=
=
=
=
=

y1 ⊕ y2 ⊕ y3 ⊕ y4
(x1 ⊕ e1 ) ⊕ (x2 ⊕ e2 ) ⊕ (x3 ⊕ e3 ) ⊕ (x4 ⊕ e4 )
(x1 ⊕ x2 ⊕ x3 ⊕ x4 ) ⊕ (e1 ⊕ e2 ⊕ e3 ⊕ e4 )
(x1 ⊕ x2 ⊕ x3 ⊕ x1 ⊕ x2 ⊕ x3 ) ⊕ (e1 ⊕ e2 ⊕ e3 ⊕ e4 )
e1 ⊕ e2 ⊕ e3 ⊕ e4

Substituting xi ⊕ ei for yi
Rearranging the expression
Substituting the expression for x4
Simplification, using xi ⊕ xi = 0

and similarly for s1 = e0 ⊕ e2 ⊕ e3 ⊕ e5 and s2 = e0 ⊕ e1 ⊕ e3 ⊕ e6 .
If we assume that at most one error can occur, i.e., at most one ei = 1, then table 3.1 can
be calculated:
Case
No errors
Error on bit
Error on bit
Error on bit
Error on bit
Error on bit
Error on bit
Error on bit

0
1
2
3
4
5
6

e0
0
1
0
0
0
0
0
0

e1
0
0
1
0
0
0
0
0

e2
0
0
0
1
0
0
0
0

e3
0
0
0
0
1
0
0
0

e4
0
0
0
0
0
1
0
0

e5
0
0
0
0
0
0
1
0

e6
0
0
0
0
0
0
0
1

s0
0
0
1
1
1
1
0
0

s1
0
1
0
1
1
0
1
0

s2
0
1
1
0
1
0
0
1

Table 3.1: si bits as functions of ei bits.
As the table shows, s0 = s1 = s2 = 0 if no errors occured. Otherwise, at least one si = 1. It
is a simple task for the destination entity to calculate the si bits and examine the si columns
12
The numbers 7 and 4 means that a codeword (information bits and FCS bits) contains 7 bits and 4 of these
are information bits.
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for a match. When a match has been found, the ei columns can be examined, and the ei = 1
indicate the error. Knowing that an error occurred on bit i, it is a simple task for the receiver to
invert the corresponding bit and thereby correct the error. This code is therefore able to correct
1 error.
The use of a parity bit for error–detection compared to the majority code or the (7,4)–
Hamming code for error–correction illustrates that the ability to correct errors requires more
”extra” bits than the ability to detect errors. If we want to transfer 4 information bits, a single
parity bit makes it possible to detect one bit error, but if we add 3 carefully selected bits, it is
also possible to correct one bit error with the (7,4)–Hamming code. With the simplest majority
code we’ll need to add 8 bits for a total of 12 bits, but this code is able to correct up to 4 bit
errors, as long as the errors are distributed in a way so that each 3-bit group only contains at
most one bit error.
It should be emphasized that both error–detecting and error–correcting codes used in actual
communication systems and protocols are much more complicated than the examples presented
in this section.

3.2.8

Error–control

In section 3.2.6, the communication channel was assumed to be error–free, but as described in
section 3.2.7, this is not a valid assumption for real systems. If information must be transferred
reliably, the basic flow control methods from section 3.2.6 must be enhanced so that situations
with lost or errored messages can be handled.
In section 3.2.7, the distinction between error–detecting and error–correcting codes was outlined, but most data communication protocols use only error–detecting codes due to the lower
number of additional bits and often simpler implementations13 . In the remaining part of this
section, it is assumed that errors can be detected.
The possible errors that can occur are:
• A message can be damaged or lost. A damaged message is a message that is received by
the destination entity, but the entity detects that one or more errors have occurred. A
message is lost if the destination entity doesn’t detect the message at all.
• An acknowledgement can be damaged and lost.
The simplest way to handle these possible errors in the protocol is to introduce a timer at the
source entity. This timer is started when a message is transmitted, and if the source entity
doesn’t receive an (errorfree) ACK before the timer expires, the message is retransmitted (and
the timer restarted). Both the source entity and the destination entity will ignore damaged
frames. This procedure is then repeated as many times as necessary. A simple flow–chart for
the source entity and destination entity is shown in figure 3.11. In real systems, there is normally
an upper limit to the number of times the source entity will transmit the same message, so if
the message is not received correctly by the destination entity (and the subsequent ACK by the
source entity) within a (small) number of attempts, the source entity gives up and informs the
associated user–process that messages can not be delivered.
If a message is received correctly by the destination, but the ACK is damaged or lost, the
source entity will retransmit the message, so the destination entity can actually receive more
than one copy of the same message. This would be a problem if the messages did not contain
sequence numbers, since it would be impossible for the destination entity to know, whether it
13

The advantages of using error–correcting codes is most prominent if retransmissions are not practical or even
possible. Examples include deep–space telemetry and real–time communication.
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(a) Flow chart for source entity

(b) Flow chart for destination entity

Figure 3.11: Flow chart for Stop–and–Wait in the case of errors.
was intended to receive two identical messages, or if the second copy was a retransmission due
to an damaged/lost ACK. Therefore, the Stop–and–Wait algorithm uses sequence numbers to
avoid this problem.
A simple improvement of this algorithm is to permit the destination entity to send negative
acknowledgments (NACKs) as well as normal positive acknowledgments. This is useful if the
destination entity receives a damaged frame. When the source entity receives the NACK for the
damaged message, it can retransmit the message as soon as possible, without waiting for the
timer to expire. Using NACKs therefore increases the performance of the protocol.
Figure 3.12 illustrates some situations with errors. Note that only sequence numbers 0 and
1 flow–control algorithm to cope with errors. The negative acknowledgment doesn’t contain a
sequence number, since the source entity will only have a most one unacknowledged message at
any time, so there are no ambiguities with respect to which message that should be retransmitted.
The time–out value used for the retransmission timer should be selected carefully. If the value
is too small, the source entity’s timer will time out even if the message and the acknowledgment
are transmitted without errors. This will cause the source entity to retransmit messages, even
though this is not necessary. However, if the value is too large, the source entity will wait a long
time before retransmitting messages, so in this case, the source entity is slow to react to errors.
The ideal time–out value should be marginally larger than the round–trip time to include,
e.g., processing delays in the entities. The round–trip time is defined as the time from the source
entity starts to transmit a message, until it receives the acknowledgment (in the case of error–
free transmission). In this case, the source entity will react to lost messages or acknowledgments
as soon as possible, but without unnecessary retransmissions.
The sliding window algorithm can also handle with errors by using timers and retransmissions, but there is one additional aspect that must be addressed. If the destination entity receives
a message with errors or an unexpected message, it will return a negative acknowledgment requesting that the errored/missing message must be retransmitted. An unexpected message is a
message that carries a sequence number other than the next number expected by the destination entity. Suppose that the source entity sends messages 0, 1, 2 and 3. If message 2 is lost
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Figure 3.12: Error handling in Stop–and–wait algorithm.
due to errors in the communication channel, the destination entity receives messages 0 and 1,
and thereby expects to receive message 2 as the next message. However, since message 2 was
lost, the next message that arrives at the destination entity will be message 3, which was not
the expected message. The destination entity will therefore return a negative acknowledgment,
indicating that a message (message 2) was missing.
However, when a negative acknowledgment arrives back at the source entity, a number
of messages may have been sent after the message that caused the negative acknowledgment,
and the question is how to handle those messages. There are two different approaches to this
situation, Go–Back–N and Selective–Reject. In Go–Back–N, the source entity will go back
and retransmit the message that was in error or missing, and continue with the subsequent
messages, even though they have been transmitted earlier. The destination entity will wait for
the retransmission of the errored/missing message and all other messages that are received in
the meantime will simply be discarded. Continuing with the previous example, the destination
entity receives message 3 but discards this message, because it was not the expected message.
The destination entity will continue to discard received messages until it receives message 2
without errors.
The fact that in Go–Back–N, the destination entity will discard errorfree but out–of–sequence
messages – thus requiring these messages to be retransmitted later – may seem inefficient. An
alternative approach is that the destination entity saves the error–free messages that arrive
out–of–sequence temporarily, and when the correct (missing) message arrives, the contents of
both this message and the temporarily saved messages are delivered to the user–process. In this
case, only the messages that were lost or arrived with errors are retransmitted. This method is
known as Selective–Reject. The disadvantage of Selective–Reject is that the destination entity
is required to temporarily store messages, which makes the implementation more complex.
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The choice between Go–Back–N and Selective–Reject depends on the actual situation. If the
probability of erroneous or missing messages is high, Selective–Reject has the best performance,
since fewer message are retransmitted. However, Go–Back–N is normally simpler to implement,
and if the error–probability is low, Go–Back–N is preferred in this situation.
The first illustration of the principles of Go–Back–N and Selective–Reject is figure 3.13.

Figure 3.13: Go–Back–N and Selective–Reject with a window size of 4.
In figure 3.13, the advantage of fewer retransmissions in Selective–Reject is obvious, but in this
case Selective–Reject is not more efficient than Go–Back–N, since message 5 and the following
messages are transmitted at the same time in both cases. The reason for this is the small window
size used (4 messages). However, if the window size is sufficiently large, as shown in figure 3.14,
Selective–Reject is more efficient.

3.3

Generic Data Link Protocol

In this section, a generic data link protocol is described that contains many of the aspects of
real data link protocols and of the general protocol mechanisms described in section 3.2.
The common frame14 format for data link protocols is illustrated in figure 3.15. The frame
starts and ends with a Flag field, which is a specific bit–pattern (01111110) that is used by the
destination entity to identify the start and the end of frames in the received bit–stream. This is
called frame–delineation.
The address field identifies the system that is sending or receiving the frame. The Control
field identifies the type of frame. The Information field carries the information from the user–
process, but may be absent, as described in section 3.2.2. The FCS–field (Frame Check Sequence)
is used for error–detection.
Since a particular bit–pattern is used to recognize the start and end of frames, this bit–
pattern must not occur between the flags. Otherwise, the destination entity would assume that
the current frame ends and the following frame begins. One solution would be to demand that
14

A frame is the general term for a message at the data link layer.
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Figure 3.14: Go–Back–N and Selective–Reject with large window size.

Figure 3.15: Frame format generic data link protocol.
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the possible messages that could be sent must not include the bit–pattern. This would limit
the use of the protocol since there would be certain bitpatterns that the user–process would
not be able to send. Instead, another method known as bit–stuffing is used. The principle of
bit–stuffing is that whenever a sequence of five ’1’ occurs in the Address, Control, Information
and FCS field, the source entity of the frame always inserts an extra ’0’ after these bits. Since
the flag contains six consecutive ’1’, inserting a ’0’ after five ’1’ in the fields between the flags
means that six consecutive ’1’ will not occur in the bit–stuffed fields. A false flag can therefore
not be found in these frames. The receiver will examine the incoming bits, and if five ’1’ is
followed by a ’0’, this ’0’ must have been inserted at the sender, and is subsequently removed.
If five ’1’ is followed by a sixth ’1’, then this is possibly a flag, and thereby the end and/or the
start of a frame.
Suppose a frame contains the following sequence of bits between the real flags:
0100110101111110010101111100010101.
After bit–stuffing, the transmitted sequence will be
010011010111110100101011111000010101
where the underlined bits have been inserted as a result of the bit–stuffing procedure.
The type of frames in this protocol are either frames containing user–information, known as
Information–frames (I–frames) or control–frames. Control frames can be divided into supervisory frames, which are used for flow and error control, and frames that are used to manage the
data link, i.e., initialization and termination of the link.
I–frames contain a sequence number for flow control, but they also carry a piggy-backed
acknowledgment. The purpose of piggy–backed acknowledgments is to reduce the number of
frames that are exchanged when both systems have information to send. For instance, if information messages are sent in both directions, the exchange of messages without the use of
piggy–backed acknowledgments would be:
• The source entity sends an I–frame to the destination entity.
• The destination entity acknowledges the I–frame by replying with a supervisory frame.
• The destination entity sends I–frame to the source entity.
• The source entity acknowledges the destination entity’s I–frame.
With the use of piggy–backed acknowledgments, the number of frames can be reduced:
• The source entity sends an I–frame to the destination entity.
• The destination entity sends I–frame back to the source entity, which includes acknowledgment for the source entity’s I–frame.
• The source entity acknowledges the destination entity’s I–frame with a supervisory frame.
In the previous general description of sliding window flow control, the sequence numbers increased by one for each message. However, if two systems are exchanging a large amount of
information, the sequence numbers would eventually become large, and require more and more
bits in the messages. This problem is avoided by using a fixed number of bits in each frame for
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the sequence numbers15 . Some protocols use a fixed number of bits in all cases, whereas others
may select between a number of possibilities. Common number of bits for data link protocols are
3, 7 and 15. This has the implication that sequence numbers “wrap around”, i.e., if a protocol
uses 3–bit sequence numbers and a frame has the sequence number 7, the next message will
have the sequence number 0, since 7 is the largest integer that can be represented with 3 bits.
This does not impose any problems, as long as the maximum windowsize is chosen so that the
number of bits for sequence numbers is taken into account16 .
The initialization of the connection between the protocol entities involve a simple setup frame
and an acknowledgment frame. Since frames may be lost, a timer is used to retransmit the setup
frame if it is not acknowledged. Figure 3.16 illustrates three cases; a successful initialization, a
successful initialization after retransmitting the setup frame, and an unsuccessful initialization.

Figure 3.16: Link initialization in generic data link protocol.
The termination of the connection is done in the same manner, except with a Disconnect message
instead of a Setup message.

3.4

Protocol reference models

The previous description of protocols considered the different functionalities that might be included in a single protocol. However, the sum of functionality needed to exchange information
between arbitrary users is substantial, so implementing the full range of functionality in just
one protocol would make this protocol very complex. For this reason, communication networks
today involves multiple protocols working together, but this requires that the partitioning of the
total functionality into a number of protocols and the interaction between the different protocols
is well-defined. A protocol reference model is then a model that describes the protocols involved
and how they interact. One example of a general protocol reference model is the OSI reference
model, depicted in figure 3.18.
The OSI reference model is based on the concept of layering, where the total functionality
is divided into a number of layers in such a way that the lower layers implement the more basic
functions while the higher layers implement more advanced function. Also important is the
concept of layer-service, where one layer provides a service to the next-higher layer, which adds
functionality to this service, to provide an even-better service to the layer above.
The OSI reference model defines both generic concepts in relation to layering but also a
specific layered reference model with 7 layers.
15

And acknowledgment numbers.
If k bits are used for sequence numbers, the maximum window–size must be less than or equal to 2k − 1 if
Go–Back–N is used, or less than or equal to 2k−1 if Selective–Reject is used.
16
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3.4.1

Generic layering concepts in the OSI reference model

The purpose of any layer (except the topmost layer) is to provide a service to the layer above.
This service is provided through Service Access Points (SAPs) and the interaction between entities in adjacent layers uses Service Primitives. Inside each layer in one system is one (or more)
entities, which is an active element, capable of receiving, processing and generating protocol
messages. Two entities in different systems that communicate according to a specific protocol
are referred to as peer-entities. The relations between layers, entities, SAPs and primitives is
illustrated in figure 3.17. The reason for introducing generic terms, such as entities, SAPs and
primitives is simply that the description should not specify any particular method of implementation.

Figure 3.17: Generic concepts: Layers, entities, SAPs and primitives.
To describe generic layering concepts, the OSI reference model uses the ’(N)-’ notation. In this
notation, (N)-entities communicate using the services of layer (N-1) to provide an enhanced
service to layer (N+1). The (N)-service provided to layer (N+1) is the transfer of messages
between (N+1)-entities. The communication between peer (N)-entities uses (N)-Protocol Data
Units or simply (N)-PDUs. An (N)-PDU typically consists of two parts: The information from
an (N+1)-entity in one system that is going to be transferred to an (N+1)-entity in another
system, and also some control information needed to ensure the correct operation of the (N)protocol. The latter is called (N)-Protocol Control Information or (N)-PCI, while the former is
called (N)-Service Data Unit or (N)-SDU, since the (N)-SDU is what is transferred as part of
the service provided by layer (N). Since the (N)-SDU is a message generated by an (N+1)-entity,
it is also an (N+1)-PDU.

3.4.2

Layers in the OSI reference model

The specific 7 layer model defined in the OSI standards is shown in figure 3.18 and the individual
layers in this model is described below.
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Figure 3.18: OSI 7-layer model.
Physical layer
The lowest layer is the physical layer, which deals with the actual physical characteristics of
communication between two nodes in the network that are directly connected, e.g., by a cable,
optical fiber or wireless link. The transmission of information between directly connected nodes
requires that both sides agree on things like:
• The bit rate, i.e. the duration of information symbols (often just bits)
• Which frequencies or wavelengths the information is transmitted on
• Signal levels, e.g., that a binary ’0’ could be transmitted as a signal of 0 mV and a ’1’ as
100 mV.
The service provided by the physical layer is the ability to transfer sequences of bits/bytes between adjacent17 systems, but the physical layer does not give any guarantee that the information
bits are transmitted correctly, i.e., errors may be introduced into the bit/byte streams.
Data link layer
Users are normally not just interested in the transfer of bits/bytes but rather messages. Therefore, some functionality is required to group bits/bytes into useful messages. This functionality
is called framing and is located at the data link layer. An example of framing is the use of flags
and bit-stuffing as described earlier. In addition, the data link layer can also implement flowand error-control18 to ensure that the transfer of information (in form of messages) between
adjacent systems is virtually error-free. Therefore, the service provided by the data link layer is
a virtually error-free transfer of information (in form of messages) between adjacent systems.
Network layer
The users who are communicating are normally not using end-systems (terminals) that are
directly connected. Therefore, functionality is required to route information from one endsystem through a number of intermediate systems (network nodes) to the other end-system.
The functionality for this is located in the network layer, so the service of the network layer is
the transfer of information between arbitrary nodes in the network.
In the description of packet switched transfer of information in section 2.4.2, it was described
that packets include a header which contains either a virtual connection identifier or the destination address. This header is processed by the network layer in both network nodes and
terminals.
17
18

Adjacent systems are here defined as systems that are directly connected.
As described in sections 3.2.6 and 3.2.8.
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Transport layer
Although each link of an end-to-end path in the network is protected by the data link layer,
information may still be lost, e.g., if the buffers in a network node overflow. The transport layer
can make the end-to-end path virtually error-free using the same methods as in the data link
layer, but now the messages are processed at the end-nodes only. The service provided by the
transport layer is therefore an efficient and virtually error-free transmission of messages between
end-systems.
Session layer
The purpose of the Session layer is to structure the dialogue between the end-users. For instance,
in some cases a user’s terminal may not be able to send and receive information at the same time.
In this case, the information transfer has to be half duplex 19 , which requires some coordination
of, which terminal is allowed to send information when. This functionality is located in the
session layer.
The service of the session layer is therefore a efficient and virtually error-free transmission of
information between end-systems with the possibility of managing the dialogue between users.
Presentation layer
The main purpose of the presentation layer is to translate between different representations of
the information. Historically, different computers used different encoding of the information,
e.g., the letter ’a’ is represented in standard ASCII notation by the bit pattern ’01100001’ while
the same letter in EBCDIC notation (used e.g., in many variants on IBM mainframes) could be
’10000001’. Since the users wish to communicate the letter ’a’ and do not care about the local
representation (bit patterns), some translation is required if the two end systems use different
representation. Other types of information processing, e.g., data compression or encryption, is
also viewed as located in the presentation layer.
Application layer
The Application layer is the top most layer in the reference model, which basically contains all
the remaining functionality, i.e., functionality that is not implemented in the lower layers. So the
service of the application layer to the actual applications is the ability to transfer information
exactly as the application wishes.

3.4.3

Information exchange in the OSI reference model

Section 3.4.1 introduced the generic (N)-notation for describing the general concepts in layering,
but for the 7 layer model in figure 3.18, the following notation in table 3.2 is used. For example,
a message generated by an entity in the Session layer will be called an S-PDU, which is then
transferred with a T-primitive through an T-SAP to an T-entity. In the Transport layer, the
S-PDU will be referred to as an T-SDU, which will be added a T-PCI to form a T-PDU.
The distinction between end–to–end protocols and link–by–link protocols described in section 3.1.2 is also reflected in the OSI reference model, where protocols in the upper 4 layers
19

Walkie-talkies is an example of terminals that exchange information in a half-duplex fashion, since only one
of the users is able to talk at any point in time. If both users are able to talk at the same time, the information
exchange is said to be full duplex, like in the telephony network. Finally, simplex describes a communication
scenario, where information can only be sent in one direction; an example of this is radio broadcasting.
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Layer
Application
Presentation
Session
Transport
Network
Data link
Physical

Abbreviation
APSTNDlPh-

Table 3.2: Layer Abbreviations in the OSI reference model.
have an end–to–end scope, and protocols in the lower 3 layers only have a link–by–link scope,
as shown in figure 3.19.

Figure 3.19: Scope of protocols in the OSI reference model.
It can be seen that the exchange of information between applications in different systems may
involve many different protocols at the same time. Different protocols will be responsible for
different tasks. Some protocols will perform more low–level tasks, while other protocols perform
higher–level tasks. The use of different protocols for different tasks is one of the fundamental
principles of the OSI model. The use of different protocols for the different tasks has also the
advantage that protocols may be reused for different applications, i.e., a given link–by–link
protocol may be used by many types of applications.
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Chapter 4

Local Area Networks
4.1

Introduction

An important type of data communication networks in use today is the networks used to connect
computers and other devices such as printers within a small area, typically office buildings,
domestic homes, etc. Due to their limited geographical coverage, such networks are called Local
Area Networks (LANs). In this chapter, the most common types of LANs are described, starting
with some general concepts.

4.2

Classification of Computer Networks

Computer networks can be classified by many different criteria. One criterium is the (geographical) size of the network, which is here informally defined as the largest distance between any
two stations (computers or other types of equipment) on the network. Using this criterium,
computer networks can usually be divided into three main categories:
• Local Area Networks (LANs) – LANs normally cover a small area with distances up
to 1–2 km. A typical example of this could be a building, so that all computers within
this building are connected to the LAN.
• Metropolitan Area Networks (MANs) – As the word Metropolitan implies, MANs
usually cover a larger area than LANs, e.g., a metropolitan area. A typical distances could
be 50 km.
• Wide Area Networks (WANs) – The (geographically) largest category of data networks
are WANs. There is no upper limit on the size of a WAN.
Differences between different categories of networks are not only related to the geographical
distance between stations. For instance, in traditional LANs and MANs, the information was
often transferred using broadcast transmissions in a connectionless fashion, where transmissions
from one station are received by all other stations on the network. However, in a WAN, with far
greater distances and (usually) a greater number of stations, a broadcast transmission strategy
would be very inefficient. Instead, WANs use unicast (connection–oriented) transmissions, where
the information is only received by the intended recipient. However, the traditional broadcast
nature of LANs has changed with the introduction of switches1 in LANs, so in modern switch–
based LANs, most of the traffic is not broadcasted, but still transferred in a connectionless
way.
1

See section 4.4.3
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The different types of data networks are often interconnected to form larger networks. Figure 4.1 shows a number of LANs that are connected to MANs, which in turn are connected to
a WAN. All stations on all LANs are thereby able to exchange information. The destinction

Figure 4.1: Interconnection of the different types of data networks.
between MANs and LANs has more or less be eliminated today, since the technology used to
interconnect a number of terminals (i.e., a LAN) is today often the same that are used to interconnect a number of LANs. Therefore, the rest of this chapter will be devoted to LANs.
Today, some of the technology and principles of Ethernet LANs are starting to be used in the
core networks as well.

4.3

Medium Access Control

The telephone network (PSTN/ISDN) is a network with a high degree of supervision and control. No information may be exchanged between two users until the exchanges in the network
have established a (virtual) connection through the network between the users. During the
establishment of this connection, capacity for the connection is allocated.
This principle of network operation is reasonable if two conditions are satisfied:
1. The time used to establish the connection and allocate capacity is small compared to the
total length of an conversation.
2. The information flow in the connection is more or less continuous, so that allocated capacity
is not wasted by long idle periods.
If we assume that it takes in the order of one second to establish a connection, and that an
average telephone conversation lasts 3 minutes, the time used to establish the call is less than
1 % of the total time. Furthermore, in a telephone conversation, one (or both) of the subscribers
are normally talking at any point of the call.
Computers normally have different communication requirements, since computer applications are usually much more bursty in nature. An example is web–browsing, where the following
two steps are repeated:
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1. The user clicks on a link on a web–page. The browser sends a request to a web–server
that responds with the requested information, i.e., a new web–page.
2. The user will now spend time reading the new web–page.
Usually, the time spent in step 2 is (far) greater than the time in step 1, but if a user is connected
to the Internet through the PSTN/ISDN, the connection between the user’s equipment2 and the
Internet Service Provider (ISP) is active all the time. The user is therefore connected to the ISP
for a longer time than actually required to transfer the information.
Since this and many other computer applications are bursty in nature, it is somewhat inefficient if a connection has to be established between computers before one computer can send
the information.
In networks with only a few users, such as LANs, the centralized approach from the telephony
network is not the optimal solution, since the time used to establish a connection may be high
compared to the time used to send information.
If we consider a LAN with a number of attached stations (typically computers), an important
task is to determine when the individual stations are allowed to transmit information. Since
the capacity of the LAN is not dedicated to any individual station, it is important to impose
some form of restrictions. Otherwise, one aggressive station could monopolize the network by
transmitting all the time, and deprive the other stations of access to the network.
The fundamental problem that has to be solved is that two or more stations can not transmit
simultaneously on the same medium. If there are two transmissions at the same time, the result
will be a superposition of the individual signals, and a station that receives this combined
signal will not be able to separate the two original signals, so it will not receive any intelligible
information. This situation is called a collision. The principle of Code Division Multiple Access
(CDMA) actually allows simultaneous transmissions in time, where a receiving station is still
able to distinguish between the different transmissions, but this principle is not used (yet) in
LANs, but is used in the 3rd generation mobile communication network, UMTS.
Therefore, a network would benefit from some form of control on the individual stations
permission to transmit, i.e., some form of access control is desired.
One network actually used no form of access control, but the consequence was a low efficiency.
This network was the ALOHA network that connected the departments at the University of
Hawaii, which are located on the different islands of Hawaii. The network consisted of a satellite
and a satellite ground station at each location, as illustrated in figure 4.2. In an ALOHA network,
stations simply transmit when they have information to send. Since there is a risk that two or
more stations will be transmitting at the same time, causing a collision of the transmissions,
the utilization of an ALOHA network is very low. Under some assumptions, the maximum
utilization of an ALOHA network can be calculated to be 18,4 %, which means that even in the
optimal case, only 18,4 % of time the network is used for useful transmission. The rest of time
is wasted on either idle periods or simultaneous transmissions.
This low utilization is undesirable but is a consequence of the very simple principle of the
ALOHA network. To increase the utilization, stations must follow some common rules to determine when information may be transmitted. These rules should be defined to minimize the
possibility of simultaneous transmissions, which is the same as maximizing the utilization.
Algorithms used to control the stations’ access to a LAN are generally referred to as Medium
Access Control (MAC) algorithms. Since the purpose of a Medium Access Control algorithm is
to control when the different stations can send information, the requirements of a “good” MAC
algorithm can be stated as:
2

Analog modem or ISDN–adapter.
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Figure 4.2: ALOHA network.
1. Fairness – The capacity of the network should be shared more or less evenly among the
participating stations. If there are N active stations, each station should get approximately
1/N of the available capacity. However, some local area networks supports traffic of
different priorities, so in this case, the capacity that is intended for a given priority class
should be shared evenly among the stations/transmissions in that priority class.
2. Complexity – The MAC algorithm should be simple to implement and execute. A station should not be required to perform lengthy or complex calculations each time it has
information to send. If the MAC algorithm requires specific MAC information to be exchanged between the stations, this information should only use a (very) small amount of
the capacity in the LAN.
A MAC algorithm can be either centralized or decentralized. In a centralized MAC algorithm,
each station has to inquire a central station for permission to send. This centralized approach
makes it easy to provide a fair MAC algorithm, but the use of a central station also has some
disadvantages. First, the central station may become overloaded, i.e., not able to respond to
requests for the individual stations. Second, no information can be sent on the LAN if the
central station fails.
For these reasons, most LANs have traditionally used a decentralized approach. Each station
must determine itself, when it may send information, based on its perception of the state of the
LAN. Some common MAC algorithms will be described later.

4.3.1

MAC frames

The information is exchanged between the stations in a LAN in form of frames, which in terms
of LANs are referred to as MAC frames. The format of MAC frames is dependent on the type
of LAN, but a generic format is shown in figure 4.3. However, the frame formats used in specific
types of LANs can include additional fields and/or leave out other fields.
The first field of the MAC frame contains information for the MAC algorithm, i.e., the
information in this field is used to determine when a station may send information. The next two
fields contain MAC addresses, i.e., identifies stations on the LAN. The need for the destination
address is obvious so that the correct station will receive the MAC frame. The source address,
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Figure 4.3: General format for MAC frames.
which identifies the station that transmitted the frame, is also required since it allows the
destination station to send a reply–frame back to the source of the original transmission if
necessary. This is a consequence of the connectionless nature of LANs where no connections exist
between communicating stations, so the source address is the only way to identify the station
that transmitted a frame. The source address is also used for other purposes, as described in
section 4.7.
The purpose of the control field is to instruct the destination station of the contents of the
frame. As an example, the control field in a MAC frame may indicate that the contents of the
User Information field is an IP datagram.
The final field, the CRC field, contains information that can be used by the destination
station to verify whether a received MAC frame contains errors. A CRC is a special form of
frame check sequence, as described in section 3.2.7.

4.4
4.4.1

Ethernet LANs
Background

Ethernet LANs are one of the first commercial types of LANs, which were initially invented
by Robert Metcalf and David Boggs at Xerox. The first version used a bit rate of 2.94 Mbps,
but a 10 Mbps version was later specified by the companies Digital, Intel and Xerox, commonly
referred to as DIX Ethernet.
Ethernet LANs were later standardized by IEEE in the 802.3 standard [1], where the term
Carrier Sense Multiple Access with Collision Detection (abbreviated CSMA/CD) is used for this
type of LANs. There are only small differences between DIX Ethernet and the IEEE version,
so in the following, the generic term “Ethernet” is used for both DIX Ethernet and the IEEE
version.

4.4.2

Bus–topology

The original Ethernet LAN uses a bus topology, where all stations are connected to a common
bus, as shown in figure 4.4.

Figure 4.4: Ethernet LAN.
When a station starts to transmit information, this information will propagate to both ends of
the bus and thereby be received by all stations on the LAN. This is illustrated in figure 4.5.
The MAC algorithm used in bus–based Ethernets is called Carrier Sense Multiple Access with
Collision Detection, and can be outlined as follows:
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Figure 4.5: Transmissions on an Ethernet LAN.
1. A station that wants to send information must first “listen” to the bus, i.e., try to detect if
other stations are currently transmitting. If another transmission is detected, the station
must wait until that transmission finishes. This is the Carrier Sense part of the algorithm.
2. When the bus is detected to be idle, the station starts transmitting.
3. During transmission, the station must continue to listen to the bus to detect if other
transmissions are also present. This is the Collision Detection part of the algorithm.
4. If another transmission is detected by a transmitting station, it stops its transmission
immediately, and waits a random amount of time, called the back–off period, and goes
back to step 1.
The reasons for steps 1 and 2 should be intuitive, since two or more transmissions at the same
time will not be recognizable as valid transmissions. The reasons for steps 3 and 4 may not be as
intuitive, but if we assume that there are no current transmissions on the bus and two stations
listen (step 1) to the bus at the same time, then both stations will detect an idle bus and start
transmitting at the same time. The transmissions from these two stations will then collide, as
shown in figure 4.6.
If no measures were taken to detect collisions, the collision would continue as long as the two
stations were transmitting. Since no information can be exchanged between any stations during
a collision, this represents a waste of capacity, so the duration of collisions should be minimized.
However, if stations are able to detect collisions, they can end their transmissions as soon as the
collision is detected. In that case the collision will not last as long, and the waste of capacity
is reduced. The frames that were involved in the collision must still be retransmitted at a later
point.
When a station has detected that its transmission collided with another transmission, it is
required to wait a random amount of time before attempting to transmit again. Otherwise, the
following sequence could occur:
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Figure 4.6: Collisions on an Ethernet LAN.
A. Two stations detect at the same time that the bus is idle and both start transmitting
immediately.
B. Both stations will then detect the presence of a collision at the same time, and stop
transmitting at the same time.
Steps A and B would then be repeated indefinitely (in theory), and the LAN would effectively
be inoperable. To solve this problem, a station that has been involved in a collision is required
to wait a random amount of time. It will then be likely that the two stations involved in the
collision will wait a different amount of time, and the station that waits the least amount of
time will enter step 1 of the MAC algorithm first and subsequently start transmitting. When
the other station enters step 1, it will detect the first station’s transmission and defer from
transmitting. The result is that the collision has been resolved.
It can be shown that the probability of collisions in an Ethernet LAN increases with the
traffic load3 . Therefore, the probability that a station is involved in multiple collisions also
increases with the load. To reduce the problem of a high number of collisions when the network
is heavily loaded, stations that are involved in multiple collisions should reduce their attempt–
rate4 . This is accomplished by increasing the average amount of time a station is required to
wait after a collision. The amount of time is chosen by selecting a random number between 0 and
2min(10,k) , where k is the number of time a station has been involved in collisions. This random
number is multiplied by a slot–time, which in 10 Mbps Ethernet is 51.2 µs to determine how
long the station should wait. This means that the more times a station is involved in collisions,
the longer it will wait on average, which reduces its load on the network.
An interesting requirement comes from step 3 of the MAC algorithm. Since a station can only
detect a collision while it is still transmitting, this requires a minimum length of the Ethernet
frames. To see this, consider the following example, where an Ethernet LAN consists of only
two stations, which are located 2500 meters5 apart. The signals on the bus propagate with a
velocity of 2 · 108 m/s. Suppose that station A starts transmitting at t = 0. The start of this
3

The traffic load of a LAN can be defined as the amount of information per time–unit that the stations on the
LANs wish to transmit.
4
The attempt–rate is defined as the number of attempts to transmit a frame per time–unit.
5
The maximum distance between two stations in the original 10 Mbps bus–based Ethernet standard (IEEE
802.3).

47

transmission will reach station B at
t=

2500 m
= 12.5 µs.
2 · 108 m/s

If station B had at that time just started its own transmission, it will detect a collision almost
immediately, and stop its transmission. However, the small (partial) transmission by station B
will not reach station A until 12.5 µs later, i.e., at time t = 25 µs. Since station A must still be
transmitting at this time to detect the collision, step 3 of the Ethernet MAC algorithm implies
that the transmission time of a frame should take at least 25 µs, i.e., tf rame ≥ 25 µs . With a
bit rate of 10 Mbps, the minimum length in bits, Lmin , of an Ethernet frame can be calculated
as:
Lmin
tf rame,min =
⇔ Lmin = R · tf rame,min = 107 bps · 25 µs = 250 bit
R
This lower limit on the frame size assumes that it is possible to detect collisions almost instantaneously, but this is not the case in reality. To ensure that the networking devices can detect
collisions reliably, the standard prescribes that the minimum length of frames should be 512 bits.
If a station wants to send a frame where the size of the required6 fields and the user–information
is less than 512 bits, the transmitting station must add some padding bits, so that the minimum
length requirement is satisfied. These padding bits are then inserted after the user information
field and before the CRC field.
The first IEEE standard for Ethernets is referred to as 10BASE5 Ethernet. This can be
interpreted as a LAN with a bit rate of 10 Mbps, baseband signals and a maximum length
of 500 meters per bus. The maximum distance of 2500 meters is accomplished by connecting
several bus–segments with repeaters, which simply amplify the signals.
One of the disadvantages of 10BASE5 is the specified cable. It is thick and inflexible7 and
thereby not easy to install. A “lightweight” version that used thinner and more flexible cable8
was specified as 10BASE2. It uses the same bit rate, but a bus–segment is limited to 200 meters,
due to the higher attenuation in the thinner cable. Another version (10BROAD36) uses signals
in the radio frequency range, but this version is more complex to install and operate, so it never
became very popular, and neither did a low rate version (1BASE5).

4.4.3

Star–topology

The topology of an Ethernet was originally a bus, as shown in figures 4.4–4.6. However, a busbased topology is often not optimal from a wiring perspective. If a new Ethernet LAN (with a
bus topology) is installed in a building, new cables have to be installed from one office to the
next, e.g., as illustrated in figure 4.7.
However, since most offices already have wires for telephones installed, it would be easier
to use spare telephone wires for the LAN or to install new wires for the LAN along with the
existing telephone wires.
The wires for the telephone system are normally installed in a star–topology, where all
wires connect to a distribution frame, usually located in the center or basement of the building.
Most new Ethernet LANs are therefore installed in a star topology, with wires connecting the
individual stations to a central device.
IEEE has standardized a number of Ethernet LANs, based on a star–topology:
6

See figure 4.3.
Approximately 1 cm in diameter with a bend radius of approx. 25 cm.
8
0.5 cm in diameter with a bend radius of 5 cm.

7
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BUS

Figure 4.7: Wiring of bus–based Ethernet LANs.
• 10BASE–T, which uses ordinary twisted–pair (copper) wires between the stations and a
central device in the network. The distance between the central device and the stations is
limited to 100 meters.
• 10BASE–FP, which uses optical fibers between the stations and central device. Since
optical fibers have smaller losses than twisted–pair wires, the maximum distance between
the stations and the central device is increased to 500 meters.
• 100BASE–X, which transmits with a bit rate of 100 Mbps. 100BASE–X networks can
use either twisted–pair wiring (100BASE–TX) or optical fibers (100BASE–FX). These
variants uses technology from another type of LAN, known as FDDI.
• 100BASE–T4, which uses four pairs of twisted–pair wires. The maximum distance between the stations and the central device is 100 meters.
• 100BASE–T2, which uses two pairs of twisted–pair wires. The maximum distance between the stations and the central device is 100 meters. The main difference between
100BASE–T4 and 100BASE–T2 is that 100BASE–T2 is a newer standard that only requires two pairs of twisted pair wires.
• 1000BASE–X 1 Gbps star–based LANs use bit rates of 1000 Mbps, i.e., 1 Gbps. The
disadvantage is a decrease in the maximum distance between the central device and the
stations. For 1000BASE–CX (using two pairs of balanced copper cabling) the maximum
distance is 25 meters. With optical fibers (1000BASE–SX and 1000BASE–LX) distances
up to 100 meters are standardized. Using 4 pairs of twisted pair wiring, a distance of 100
m is also possible (1000BASE–T).
• 10 Gbps The lastest9 addition to the Ethernet family is the 10 Gbps Ethernets. Similar
to the lower–speed versions it can be used in LANs, but due to its speed, a typical use
could be interconnection in a server cluster. Furthermore, it is also envisioned that 10
Gbps Ethernet can be used in MAN and WAN type of networks as part of the backbone
network. Whereas the lower–speed Ethernets can be used on both metallic cables and
optical fibers, 10 Gbps is only defined for optical fibers. MAN and WAN networks would
employ single mode fibers to reach distances of up to 40 km. Another difference from the
lower–speed types of Ethernets is that the CSMA/CD principle has been abandoned, so
10 Gbps Ethernet is only used in full duplex mode.
9

The standard was approved in June 2002.
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It should be noted that the maximum distances listed above refers to the maximum distances
that is specified in the IEEE 802.3 standard. It may be possible to install networks with larger
distances, but then there are no guarantee that the network will operate as expected, i.e., if the
standardized maximum distances are exceeded, the losses in the wires may prevent the network
from operating normally.
Hubs and switches
If an Ethernet LAN is installed in a star–topology, some device must connect all the wires to
the stations. The simplest type of such a device is known as a hub10 . The purpose of the hub is
to connect all the wires from the connected stations, in such a way that transmissions from one
station is sent to all stations. A hub based Ethernet LAN, shown in figure 4.8, maintains the
broadcast nature of a bus–based Ethernet LAN. Therefore, from a logical point of view, there
are no differences between a bus–based Ethernet or a hub–base Ethernet.

Figure 4.8: Hub based LAN.
Due to the simple nature of a hub, it may simply be implemented as a kind of cross–point
with no additional functionality, but this is not an ideal situation from a network management
perspective. Modern hubs normally include some form of network management, i.e., a network
manager may be able to manage the hub, for instance to enable or disable ports, etc. The hub
may also perform some form of signal regeneration.
Since a LAN is a shared resource, the higher the number of connected stations, the lower
the available capacity for the individual station. With the increasing use of LANs there is a
demand for increasing network capacity. One way to increase capacity in an Ethernet, based on
a star–topology, is to observe that a transmission from one station is usually intended for only
one other station. Therefore, it is not an optimal use of capacity to transmit the information
to all stations on the LAN instead of just the intended recipient. If the hub is replaced with a
more intelligent device that is aware of the location of the individual stations, this device could
send information to the intended recipient only.
This intelligent device is normally referred to as a switch as an analogy with switches in the
PSTN, and a LAN with a switch as the central device is often referred to as a switched LAN.
In a switched LAN, more than one information exchange may take place at the same time. In
figure 4.8, if we assume that the central device is a switch and that station A sends information
to station B, then C may at the same time send information to D. However, it is not possible for
two stations to transmit information to the same recipient at the same time, unless the switch
has the ability to buffer frames.
10

A hub is also the central part of a wheel.
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From the user’s perspective, the capacity of the network is increased, since the individual
user will be able to transmit information more often compared to a bus–based or hub–based
LAN. The difference in principle between a hub and a switch is illustrated in figure 4.9.

(a) Hub

(b) Switch

Figure 4.9: Principles of hubs and switches.
A switch can only send information to the correct destination if it is aware of the location of
the destination. In this respect, a switch is similar to a bridge as described in section 4.7. The
switch discovers the location of the individual stations in the same way as a bridge, as described
in section 4.7.
Another advantage of the switch – compared to a hub – is the ability to convert between
different bit–rates. For instance, the IEEE specifications for Ethernet LANs specify bit rates
of 10 Mbps, 100 Mbps, 1 Gbps or 10 Gbps. In a hub based Ethernet LAN, all stations must
use the same bit rate, but by using a switch, the stations can use different bit rates. This is
an advantage if some of the stations on the LAN send and receive many frames, while other
stations send and receive fewer frames. As an example, figure 4.10 shows a client–server based
system, where many stations (clients) generate requests to one server. The clients are connected
to 100 Mbps ports on the switch, while the server are connected to a 1 Gbps port.

Figure 4.10: Client–server configuration on a switched Ethernet LAN.

4.5

Token Ring LANs

The principle behind Token Ring LANs was invented and marketed by IBM, but later standardized by IEEE in the 802.5 series of LAN standards. Later, other types of ring networks that
use the token principle has been specified, but this section focusses on the type of Token Ring
networks that are specified in the IEEE 802.5 standard. In a Token Ring LAN, the stations
are connected to a (logical) ring, as shown in figure 4.11. Transmission always11 occur in one
direction on this ring.
11

In the IEEE 802.5 version.

51

Figure 4.11: Token Ring LAN.
The MAC algorithm for a Token Ring LAN uses a special form of MAC frames, known as tokens,
which are essentially MAC frames that only contains the Access Control field, c.f., figure 4.3.
The basic MAC algorithm can be outlined as follows, c.f., figure 4.12:
1. When a station has information to send, it must first wait for a token, i.e., it must wait
until it receives a token from the previous station on the ring.
2. When the station has received the token12 , it may send some information in form of one or
more MAC frames. There is an upper limit to how much information a station can send
after the receipt of the token.
3. After transmitting the information, the station issues a new token that is sent to the next
station on the ring. If the station was not able to send all the information it wanted, it
must wait for the next time it will receive the token.
If a station receives a token, but hasn’t any information to send, it will just pass the token to
the next station on the ring.
The fairness of the Token Ring principle is easily verified, since each station is only allowed
to transmit if it has received the token. Another advantage of the Token Ring principle is
the deterministic property of the MAC algorithm. Since a station can only transmit a limited
amount of information each time it captures a token, there is an upper limit on interval between
a station transmits a token and until it receives a token again. This upper limit depends on
both the geographical size of the LAN and on the number of stations on the LAN, but for a
given configuration this upper limit can be determined. This upper limit is equivalent of a lower
limit on a stations available throughput13 .
This lower limit on the available throughput illustrates an advantage of Token Ring principle
compared to the CSMA/CD principle in Ethernet LANs. In CSMA/CD, there is no “guaranteed
12

This is normally referred to as the station has captured the token.
It should be noted that the IEEE 802.5 standard for Token Ring LANs defines traffic priorities, which
complicates the calculation of this lower limit.
13
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(a) Station receives token

(b) Station captures token and sends frame

(c) Station passes token on to next station

(d) Next station captures token and sends
frame

Figure 4.12: Token Ring MAC algorithm.
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rate” at which a station can send information. If an Ethernet LAN is heavily loaded, the number
of collisions will be high, and it may be possible that a station will not be able to send any
significant amount of information for a long period of time.
The property of Token Ring LANs of an upper limit between token receipts also affects
Client–Server configurations. In these configurations, there will be an upper limit on the delay
of the responses from a server. Because of this, Token Ring LANs have been preferred in
situations, where this upper limit on the delay is desired, for example Banks and Airline ticket
reservation systems.
Similar to Ethernet LANs, Token Ring LANs are normally installed in a star–topology. The
central device in this case is called a Trunk Coupling Unit 14 (TCU). A Token Ring LAN with a
TCU is shown in figure 4.13.

Figure 4.13: Token Ring LAN with Trunk Coupling Unit.
The purpose of the TCU is to connect the individual stations so that the (logical) ring property
is maintained. The connections within a TCU is illustrated in figure 4.14, and as this figure
illustrates, the connections within the TCU maintains a (logical) ring. A Token Ring LAN with
a TCU therefore has a logical topology of a ring but with a physical topology as a star. Another
advantage of the TCU is that it is simple to bypass a station that fails.

Figure 4.14: Connections inside a Trunk Coupling Unit.
The standard for Token Ring LANs specifies two bit rates for Token Ring LANs: 4 Mbps and
16 Mbps. The limitations of Token Ring LANs depend on the type of wiring and bit rate. For
14

In IBM Token Ring networks, the central device is called Multistation Access Unit (MAU).
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standard twisted pair wiring and a bit rate of 4 Mbps, a ring can accommodate 72 stations with
a maximum distance between the TCU and a station of 100 m. If data grade wiring15 is used,
the number of stations can be increased to 250 and the maximum distance to 200–300 m.
With the introduction of switches in Ethernet LANs, the difference in performance between
Ethernet and Token Ring widened. To increase the performance of Token Ring LANs, switches
for Token Ring LANs have also been introduced, and the bit rate of a switched Token Ring LAN
is also increased to 100 Mbps. There are two common types of Token Ring switching, illustrated
in figure 4.15.

(a) DTR switch

(b) Full duplex switch

Figure 4.15: Different principles of Token Ring switching.
The first principle is the Dedicated Token Ring (DTR), where each connection between the switch
and the individual stations is a ring, which is dedicated for the transfer of frames between the
switch and the station. The capacity of this type of LAN is greater than a traditional Token Ring,
since multiple transmissions may occur at the same time. Furthermore, since each connection is
a dedicated ring, the station will receive the token more frequently, and thereby be able to send
more information per time–unit.
A further improvement is to abandon the Token principle. The connection between the
switch and the station is now a full duplex connection, and both the station and the switch may
send information immediately, i.e., they are not required to wait for a token.

4.6

Wireless LANs

The newest type of LANs are Wireless LANs (WLANs). As the name implies, the stations
do not communicate through (metallic) cables or optical fibers, but instead through a wireless
medium, such as a part of the radio frequency spectrum or infrared light. WLANs has a number
of advantages:
• Terminal mobility is easily supported. The purpose of mobile terminals, such as PDAs,
laptop or handheld computers, is somewhat defeated if they have to be connected to
a wired network to exchange information with other stations. In a WLAN, the mobile
stations may move freely within the coverage of the WLAN and still be able to exchange
information with other stations in the network.
• Installation can be easier than traditional wired LANs. One particular type of WLAN is
the ad–hoc WLANs, which are typically used as a sort of temporary networks, for instance
during a trade show. An ad–hoc WLAN is established simply by placing a number of
terminals close to each other. Furthermore, it may be impossible to install a traditional
wired LAN in some places, e.g., in historical buildings where the building code restricts
the installation of the wires.
15

Data grade wiring is of a higher quality than normal wiring used for telephony.
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However, the advantages of WLANs comes at a cost. First, the performance of WLANs are
lower than wired LANs. Current WLANs operates with a bit rate of typically 54 Mbps16 (more
in the recently approved 802.11n standard), while wired LANs today typically has a bit rate of
100 Mbps or 1 Gbps. Second, the price for equipment for WLANs are today higher than similar
equipment for wired LANs. Many types of WLANs exist, but the focus of this section is the
type of WLANs that are standardized by IEEE in the 802.11 series of standards.

4.6.1

Network structure and bit rates

The network structure of a IEEE 802.11 WLAN is one or more Basic Service Sets (BSSs). If
the WLAN contains more than one BSS, a Distribution System (DS) interconnects the different
BSSs by transferring information between the Access Points (APs) in the BSSs. One purpose of
the AP is therefore to serve as a gateway between a BSS and the DS. The relationship between
stations (STAs) and an BSS is not static, as the terminal might roam between the different
BSS. All the BSSs and the DP together constitutes the Extended Service Set (ESS). Figure 4.16
illustrates the network structure of a WLAN.

Figure 4.16: Architecture of IEEE 802.11 Wireless LAN.
A special case of a WLAN is a single BSS, e.g., in the case of ad–hoc WLANs. In this case, this
BSS is then referred to as an independent BSS (iBSS).
The IEEE 802.11 standard is primarily concerned with the operation of the BSS. The DS is
only described from a service perspective, i.e., the standard specifies the services that the DS
must provide, but not how they should be provided. The actual implementation of the DS is
therefore left open. It can be a traditional wired LAN or any other form of infrastructure, as
long as it provides the services demanded by the standard.
The 802.11 standard17 specifies a number of physical layers that can be used within a BSS:
• 1 or 2 Mbps using Frequency Hopping Spread Spectrum (FHSS) or Direct Sequence Spread
Spectrum (DSSS) in the 2.4 GHz band or even Infrared (IR) transmission. Neither of these
variants became very successful.
16
17

The actual throughput – as seen by the users – of a 54 Mbps wireless LAN is typically around 22 Mbps.
and subsequent amendments
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• 5.5 or 11 Mbps using high rate Direct Sequence Spread Spectrum in the 2.4 GHz band.
The 11 Mbps variant, standardised in the 802.11b standard, was the first version with
widespread use.
• 6, 9, 12, 18, 24, 36, 48 or 54 Mbps using orthogonal frequency division modulation (OFDM)
in the 5 GHz band. All devices must support 6, 12 and 24 Mbps, whereas the other bit
rates are optional.
• 22, 24, 36, 48 or 54 Mbps using various modulation techniques in the 2.4 GHz band. This
variant is the 802.11g variant, which in recent years have surpassed the 802.11b in use.
• More than 100 Mbps in both the 2.4 GHz and the 5 GHz band with the 802.11n standard,
which uses OFDM modulation.
It is not required that the same physical layer is used in all BSSs of the network, i.e., the different
BSS may use different physical layers, but this may affect the user’s ability to roam between
BSSs.

4.6.2

Medium Access Control for Wireless LANs

The MAC algorithm used in 802.11 WLANs described here is only a simplified version of the real
algorithm, since a number of details have been left out, in order to facilitate the understanding
of the algorithm. The MAC algorithm in 802.11 wireless LANs supports two types of traffic:
• Contention Free traffic – which is typically used for traffic that requires a minimum
bit rate. Voice over packet is an example of an application, which would be an example of
Contention Free traffic.
• Contention traffic – which characterizes traffic that do not have specific requirements
in the terms of bit rates, e.g., web browsing.
The MAC algorithm for contention traffic is described first.
Contention traffic
The MAC algorithm for contention traffic in WLANs is called Carrier Sense Multiple Access with Collision Avoidance (CSMA/CA). While CSMA/CD18 detects and handles collisions,
CSMA/CA tries to avoid collisions. This fundamental difference is a consequence of the wireless
nature of WLANs. In a traditional bus–based Ethernet, the maximum attenuation on a bus
segment is less than 10 dB, and this attenuation is sufficiently low to permit stations to detect
collisions. However, in WLANs, the difference in signal strength between a received signal and a
transmitted signal is much larger, which makes it impossible for a transmitting station to detect
if other stations are also transmitting.
Another problem with collision detection in wireless networks is the problem of “hidden”
stations. In figure 4.17, two stations A and B both transmit to C. Station C receives two
transmissions at the same time, i.e., station C detects a collision. However, due to some barrier,
e.g., a wall between stations A and B, these stations can not detect each other’s transmission,
and are thus unaware of the collision. In this case, stations A and B are “hidden” from each
other.
The basic MAC algorithm can be outlined as follows (c.f., figure 4.18):
18

The principle of Ethernet LANs, c.f., section 4.4.
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Figure 4.17: Problem with “hidden” stations in wireless networks.
• When a station has information to send, it will sense the medium, i.e., check if it can hear
any transmissions from other stations. If the medium is idle, and continues to be idle for
an interval known as DIFS (DCF interfame spacing), the station starts transmitting.
• If the medium was initially busy (some other station was transmitting at this time), or
it becomes busy during the DIFS interval, the station will enter a back–off state, and
initialize a counter to a random value.
• After the current transmission has ended, the station will wait until the medium as been
idle for a DIFS period. When this happens, the station will decrease the counter at regular
intervals19 , as long as the medium remains idle. If the station detects a transmission while
it is periodically decrementing the counter, it will suspend the count–down process, and
wait for the medium to become free again. When a new idle DIFS period is detected, the
count–down is resumed. If the counter reaches 0, the station will start its transmission.

Figure 4.18: Elements of the IEEE 802.11 MAC algorithm.
Since two or more stations may select the same random number for the counter at the start of
the back–off interval, there will be a finite probability that two stations will start transmitting
at the same time, causing a collision. However, as explained earlier, stations in a wireless
network are not able to reliably detect collisions, so the transmitting stations are not aware of
this collision. To provide some feedback about the success or failure of a transmission, each
station that receives a valid frame is required to acknowledge this by sending a short ACK. To
give ACKs a higher priority than normal data frames, stations are only required to observe an
idle medium for the Short Interframe Spacing (SIFS) before transmitting an ACK. Since SIFS
is less than DIFS, an ACK can be sent before a data frame. If the transmissions from two or
more stations collide, the stations will be aware of this by the lack of ACKs. Figure 4.19 is more
detailed than figure 4.18, since ACKs and SIFS have been included.
19

This interval is in the order of a few µs
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Figure 4.19: Transmissions with ACKs and SIFS.
The reason for using the back–off procedure before sending any information (instead of after a
collision as in CSMA/CD) is that several stations may be waiting to transmit information when
another station is currently transmitting. By forcing each station to wait a random amount of
time, each station that is waiting will be allowed to send in turn, except if the stations select
the same value. In that case, the stations’ transmission will collide, but the stations will then
attempt to send the frames later, since they fail to receive an ACK frame.
The random numbers that are selected are uniformly distributed within the range [0; CW ],
where CW is a variable within the range [CWmin ; CWmax ]. CWmin and CWmax are limits that
can be adjusted by the network operator. Initially, CW is equal to CWmin , but is increased
exponentially (up to CWmax ), whenever a station is required to retransmit frames. When a frame
is successfully transmitted CW is reset to CWmin . The effect of increasing CW in the case of
collisions is to reduce the probability that the involved stations will select the same random
number for their next transmission attempt, and thus that a new collision occur. Therefore,
increasing CW has the effect of stabilizing the network in situations of high load.
The problem of hidden nodes in wireless networks is not handled by the previous description
of the MAC algorithm. Furthermore, improvements are also possible with respect to performance. At the start of a back–off period, there is a finite probability that two or more stations
will initialize their counter to the same value. This will cause the stations’ transmission to
collide, and thus that capacity is wasted. The waste of capacity is equal to the longest of the
stations’ transmissions, so in a WLAN with many of long transmissions, a significant amount
of capacity can potentially be lost. The improvement is to introduce two short control frames,
Request To Send (RTS) and Clear To Send (CTS). If RTS/CTS frames are used, the basic MAC
algorithm is modified so that an RTS frame is sent first when a station has permission to send
according to the previously described MAC algorithm20 . The intended recipient will respond
with a CTS frame (after SIFS), and when the first station receives the CTS, it will transmit the
information frame (after SIFS). This is illustrated in figure 4.20.
The reason for using only the SIFS between the RTS, the CTS and the information frame,
is that this preempts other stations transmission attempts, since they have to wait for an idle
period of DIFS. The performance improvement by the RTS/CTS mechanism is that if two
stations select the same random value at the start of the back–off period, and subsequently start
transmitting at the same time, only their RTS frames collide. Since an RTS frame is (much)
shorter that normal information frames, the waste of capacity is reduced. However, the use
of RTS/CTS frames introduces some overhead for each frame, so the standard describes three
scenarios for the use of RTS/CTS.
20

i.e., if the medium was initially idle and remained idle for DIFS, or at the end of the back–off interval.

59

Figure 4.20: Use of RTS/CTS in WLANs.
• Never use RTS/CTS. This is the best solution if the traffic mainly consists of short frames,
where the time used for the RTS/CTS exchange is a large fraction of the transmission time
for information frames.
• Only use RTS/CTS before transmitting long frames, so that short frames are sent directly,
without using the RTS/CTS exchange.
• Always use RTS/CTS.
The use of RTS/CTS to increase performance by reducing the duration of collisions is only
relevant, if the wireless network operates at the lowest bit rates, e.g., 1-2 Mbps. For higher bit
rates, the overhead in time caused by the RTS/CTS exchange has a negative influence on the
overall performance.
Furthermore, the RTS/CTS mechanism can also improve the performance in the case of
hidden nodes. Consider again figure 4.17 and assume that the RTS/CTS mechanism is used. If
stations A and B start transmitting at the same time, only their RTS frames collide, and the
lack of a CTS frame from station C is then an indication of a collision. This causes both A and
B to increase their average back–off intervals, thus reducing the probability of a collision for
the next transmission attempt. Another example is if station A starts transmitting some time
before station B. In this case, B will not hear the RTS from A but only the CTS from C. By
hearing the CTS from C, station B can deduce that another station is attempting to transmit
to station C, so B should not start transmitting until A’s transmission has ended. Since B can
not hear A directly, it would seem that B has no way of knowing when A’s transmission ends.
However, every frame in an IEEE 802.11 WLAN has length information in the Access Control
field, c.f., figure 4.3. In RTS and CTS frames, the length field specifies the following lengths:
• RTS-frame: Length of RTS + SIFS + CTS + SIFS + Information frame + SIFS + ACK
• CTS-frame: Length of CTS + SIFS + Information frame + SIFS + ACK
When station B hears the CTS from C, it can determine from the length field for how long the
medium will be busy with A’s transmission followed by C’s ACK.
Contention free traffic
Contention free traffic is supported by the Point Coordination Function (PCF) which is controlled by the AP, and the support for contention free traffic is based on another time–interval,
the PCF Interframe Spacing (PIFS), where SIFS < PIFS < DIFS. The procedure for sending
contention free information is based on a polling scheme, operated by the PCF in the AP. When
the PCF in the AP has detected an idle medium lasting PIFS, it will send a short beacon frame
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that announces to all the stations in the BSS that a new polling sequence starts. During this
polling sequence, the PCF will poll each station21 in turn to allow the station to send contention
free traffic. The interval between transmission in the polling sequence is SIFS or PIFS, which
precludes stations with ordinary contention traffic to gain access to the medium (because it
requires an idle medium that lasts DIFS). Normally, SIFS is used between frames in the polling
sequence, but if a station does not respond to a poll from the AP, the AP polls the next station
in the sequence after PIFS. Figure 4.21 illustrates the frames in the polling sequence. Note that
the AP polls four stations, but the second station does not respond. When all stations have
been polled, the AP sends a special “End–of–polling” beacon frame to indicate the end of the
contention free period.

Figure 4.21: The Contention Free period and the Contention Period of IEEE 802.11 wireless
LANs.
Since the PCF can start a polling sequence after an idle PIFS interval, the medium would be used
exclusively for contention free traffic, if the PCF were allowed to start a new polling sequence
immediately after the end of the previous one. Instead, the time is divided into a contention
free period and a contention period, as shown in figure 4.21. The length of the Contention Free
period and the Contention Free Repetition Interval can be adjusted by the network operator.

4.7

Interconnection of LANs

When an company or other organization has to deploy a network to interconnect its different
computers, it could choose to deploy one single LAN that all computers are connected to. However, a better solution would be deploy a number of LANs, e.g., one LAN for each department,
so that the number of computers connected to each LAN is limited. The second choice is usually
more expensive, but provides a number of advantages.
1. As described earlier, each type of LAN has some geographical limitations to its size. If
the area that is to be covered by the LAN(s) is larger than the limits for the considered
LANs, it will necessary to install more than one LAN.
2. Reliability is also important. If a common LAN fails, all the departments would be affected.
If each department has its own LAN, only one department would be affected by the failure
of one of the LANs.
3. If each department has its own LAN, sensitive information may be kept within this department. For instance, the information in the human resource department may contain social
21

Only stations that have announced to the PCF that they wish to send contention free traffic will be polled.
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security numbers, information about salaries, etc. If the company only had one LAN, this
information could possibly be intercepted by malicious users in other departments.
4. The performance of a LAN, as perceived by the users, is inversely proportional to the
number of stations attached. Connecting all computers to a common LAN would mean
that the individual users would experience a low performance. Normally, most of the
traffic in a department is intended for other computers in the same department. If each
department has its own LAN, excessive traffic in one department would not affect the
performance perceived by users in other departments.
5. A WLAN is required if mobility is desired, but as described in section 4.6, the throughput
of WLANs are lower than wired LANs. In this case, it would be natural to install a WLAN
in addition to one or more wired LANs.
For these reasons, large organizations will normally install more than one LAN. However, the
different LANs need to be connected, so that any two computers in the organization can still
exchange information. This interconnection of the LANs can be accomplished by connecting the
LANs to a device known as a bridge.
The purpose of the bridge is to connect two or more LANs, so that traffic from one LAN that
is intended for a station on the other LAN is forwarded through the bridge, while information
between two stations on the same LAN is not forwarded through the bridge. Figure 4.22 shows
two LANs connected to a bridge.

Figure 4.22: Using a bridge to connect two LANs.
Suppose the bridge in figure 4.22 receives two frames on its “upper” port. The first frame is
destined for one of the stations in the lower LAN, so this frame is forwarded unto the lower LAN
by the bridge. The second frame is destined for another station on the upper LAN, so from the
bridge’s perspective, this frame is already on the correct side of the bridge, so the bridge does
not forward this frame.
The correct operation of a bridge requires that the bridge is aware of the location of the
individual stations. Otherwise, it would not know if a received frame must be forwarded unto
another LAN or not. The bridge can obtain the information about stations’ location in a number
of ways.
The first solution is to download a table to each bridge by network management procedures.
This table would contain a list of all the stations in the network and their location. This is
a simple but very inflexible solution, since any modification in the network could require an
update of all the bridges’ tables.
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Another solution would be for the bridges to adaptively learn the location of stations; this
is known as bridge learning. Since all MAC frames contain a source–address, i.e., the MAC
address of the station that sent the frame, the bridge could examine the source address field of
every received frame. If a bridge receives a MAC frame on port A, carrying the source address
of station X, the bridge is now aware that station X is located on a LAN, which is directly
or indirectly connected to port A. Any frame received on port A with a destination address of
station X is therefore already on the correct “side” of the bridge, and should not be forwarded
to the other side of the bridge. A frame received on any other port of the bridge with the
destination address of X should be sent onto the LAN connected to port A.
There are two problems with the bridge learning solution. The first problem is that the
information that is obtained from the analyzing the source address of received frames may
become out–dated, e.g., if the station in question is moved and connected to another LAN on
the other side of the bridge. This is easily solved by imposing a limit on the amount of time
a bridge may store information about the location of a station. If frames with a given source
address has not been received for some time22 , the information about the location of that station
is deleted from the bridge’s table.
The second problem occurs when the bridge receives a frame with an unknown destination
address, i.e., the destination address is currently not in the bridge’s table. Since the bridge
has no knowledge of the location of the intended destination, it simply forwards the frame to
all ports, except the port where the frame was received. In this case, the advantage stated
earlier, that departmental traffic is kept within the department is not correct, so using bridges
to separate traffic from different departments should not be relied upon as a solution for security.
Another approach to connecting a number of LANs to form a larger network is possible in
the case of star–shaped LANs. In this case, a hierarchy of switches or hubs can be installed, as
shown in figure 4.23.

Figure 4.23: LAN hierarchy with switches and/or hubs.

22

Usually 300 s.
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Chapter 5

The Internet
5.1

Background

The ubiquitous Internet as we know it today arose from a small network with only 4 nodes
(University of California Los Angeles (UCLA), University of California Santa Barbara (UCSB),
Stanford Research Institute (SRI) and University of Utah) that was established in 1969. This
early network with 4 nodes was the start of the ARPANET, which was created by Advanced
Research Projects Agency (ARPA), which is an agency of the US Department of Defence. The
ARPANET grew in size during the 1970s with the first international connections in 1973 to
Norway and UK. It was on ARPANET that many of the fundamental techniques and principles
that are part of the Internet today was investigated and developed. Initially, the network was
primarily used by universities, research institutes and similar, and the commercialization of the
Internet did not occur on a large scale until the 1990s. This was also the time when computers
became more commonplace in private household with the introduction of GUI-oriented operating
systems. Today, it is estimated that there are more than 2 billion people using the Internet1 .
The general purpose of the Internet is to allow arbitrary hosts2 to exchange information,
regardless of their location. Furthermore, this global connectivity (i.e., ability to exchange information) is to be provided regardless of technologies of the networks that the devices are
connected to. For example, a web browser running on a mobile phone connected to the UMTS
(3rd generation) mobile network is able to exchange information with a web server that is connected to an Ethernet LAN, and the information can be transported on many different kinds of
core networks between the web server and client. To make this possible, the Internet protocol
architecture must include protocols that are independent of the different network technologies.
The Internet can therefore be seen as the global interconnection of (almost) all possible types
of networks, regardless of the technologies and principles used in these networks. The different networks that are interconnected to form the global Internet are normally referred to as
subnetworks or sometimes just subnets.
The protocol architecture of the Internet is shown in figure 5.1 in comparison with the OSI
reference model. It consists of 4 layers, but the lowest layer (”Subnetwork”) is not a single
layer in a traditional sense. Instead, the ”Subnetwork layer” represents the basic functionality
in the different subnetworks. To permit communication between arbitrary hosts, the IP layer
provides a uniform addressing scheme that is independent of the different addressing schemes
used internally in the different subnetworks.
1

According to http://www.internetworldstats.com.
”Hosts” is used as a generic term for any device connected to the Internet that generates or receives information, such as a pc, a server, a printer, etc. The term host is therefore analogues to the term ’terminal’ introduced
in section 2.1
2
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Figure 5.1: Comparison between the OSI reference model and the TCP/IP (Internet) reference
model.

5.2

Internet Protocol (IP)

The Internet Protocol (IP) [7] is one of the fundamental protocols in the Internet. Its service
is to provide a packet-oriented connectionless transfer of information between arbitrary hosts
in the Internet. The most commonly used version of the Internet Protocol today is version 4
– commonly referred to as IPv4. A newer version (version 6 – IPv6) was defined in 1995 (and
updated in 1998), but is still not in widespread general use, so the primary focus in this chapter
will be on IPv4, with a short section on IPv6 at the end.

5.2.1

Packet format

The header of an IPv4 packet is shown in figure 5.2.

Figure 5.2: Header of an IPv4 packet.
The mandatory fields in the header are described below:
• The Version field indicates the IP-version, i.e., 4 for IPv4 and 6 for IPv6. Since it is the
very first part of the packet, a router can quickly determine whether the packet should be
treated as an version 4 or version 6 packet.
• Hdr Len indicates the number of 32-bit words (i.e., blocks of 4 bytes) in the header, so for
a header without options, the field contain the value 5. In this way, a node that receives
an IPv4 packet can determine if options are present.
• The Type of Service (ToS) field was originally intended to describe different options
for packet transmission, such as low or normal delay, high or normal throughput, etc. In
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this way, the originator of a packet could describe the preferred treatment of the packet
inside the network, so that, e.g., packets carrying delay-sensitive traffic would (hopefully)
experience lower end-to-end delay than other types of traffic. However, since there was
not any widespread interest in these features in the early days of the Internet, the routers
would simply ignore this field when they processed a packet. The reason for this is that
if the processing time per packet in a router can be minimized the router would be able
to process more packets per time-unit. Today, however, this field is starting to be used
again in the Differentiated Services (DS) approach to Quality-of-Server (QoS) support in
the Internet, albeit in a slightly different way that originally specified.
• Total Length indicates the length of the entire (header + payload) packet measured in
bytes.
• The fields Identification and Fragment Offset and one of the bits in the Flags field
is used in relation with fragmentation and reassembly of IP packets as described in section 5.2.4.
• The Time To Live (TTL) field is used to discard packets if a routing loop has occured,
as described in section 5.2.3.
• The value in the Protocol field is used to deliver the payload of the packets to the correct
transport layer protocol entity, e.g., TCP or UDP.
• The Header Checksum field contains a checksum calculated over the header only. At
the IP layer, there is no check agains errors in the packets’ payloads. The reason for this
decision is twofold. Firstly, the less amount of information that is included in the checksum
calculation, the faster this calculation can be done, thus increasing the number of packets
per second that a router can process. Secondly, if the end-application requires protection
against errors in the application data, the checksum in the transport protocols TCP and
UDP covers this.
• The Source Address and the Destination Address contain the 32-bit IP addresses of
the source host and destination host respectively.
If necessary, a packet can include additional information in the header in the Options field,
which can be related to, e.g., routing of packets and security. The size of an IP header is
subsequently 20 bytes for the mandatory fields plus the size of any options that might be
present.

5.2.2

IP Addresses

IP addresses in IPv4 are 32 bits long, which – if every possible value of the address field could
be used to specify individual hosts – would permit 232 ∼ 4 billion individual hosts. However,
IP addresses are structured in such a way that the entire addressing space can not be used
efficiently.
Although an IP address is a sequence of 32 bits, it is generally not represented as such. IP
addresses in binary form are generally hard to remember for humans and using addresses in
this form to configure a network would very easily lead to all sorts of errors. Therefore a more
user-friendly representation of IPv4 addresses is the dotted-decimal notation. The idea is to
divide the binary (32 bit) address into 4 blocks of 8 bits, convert each block from binary to its
decimal representation, and finally listing the resulting 4 decimal values together separated by
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Binary address:
Separating into 4 blocks of 8 bits:
Converting each block to decimal:
Dotted-decimal notation:

11000000101010000001100000010001
↓
11000000 10101000 00011000 00010001
↓
192
168
24
17
↓
192.168.24.17

Figure 5.3: Converting binary IP addresses into dotted-decimal notation.
periods. An example of translating a binary IP address into dotted-decimal notation is shown
in figure 5.3.
An IP address can be visualized as consisting of two parts, a network part and a host part.
All hosts inside the same subnetwork will have the same network part but different host part.
This hierarchical form of addressing has the advantage that routers outside of a network only
needs to examine the network part to direct a packet towards the correct subnetwork. The
contents of the host part is only relevant when the packet is to be delivered to the correct host
inside the subnetwork.
Originally, the division of IP addresses into a network part and a host part used a (fixed)
class-based approach for unicast3 addresses. Unicast addresses were divided into 3 classes, A – C,
as shown in figure 5.4, where the first bit(s) identifies the address class, i.e., if the first bit is ’0’
then it’s a class A address, if the two first bits are ’10’ then it’s a class B address and so on. The
reason for defining different address classes is that different subnetworks could require different
number of addresses for all its hosts. Since all hosts in a subnet must have addresses with the
same network part but different host parts, enough bits have to be allocated for the host part
so that the number of unique addresses for the hosts inside the network is large enough. A very
large network with many hosts could then be allocated a class A address which uses 24 bits for
the host part, while a small subnetwork would be allocated a class C address which uses only 8
bits.
Also shown in figure 5.4 are classes D and E. Class D addresses are used for multicast
applications where the same information is delivered to a number of recipient in different networks. An example of an application that can utilize multicasting is the real-time distribution
of TV-signals, where the same information must be sent to all viewers. Class E is defined for
experimental use, and therefore not used in real networks.
However, the principle of dividing unicast addresses into classes A – C revealed some problems
after some time, especially with class B addresses. In class C, 8 bits are used for the host part,
which gives 254 unique addresses4 , but this is not enough for most medium or large companies.
These companies would then require addresses from a class B network, but the number of bits
assigned to the network part is only 14 in class B, so only 214 = 16384 different class B networks
can be part of the Internet, i.e., only about 16000 companies or similar could be connected to
the Internet, which is insufficient given the growth and size of the Internet. The number of class
A networks is even smaller.
The original class-based structure of IP addresses were abandoned with the introduction
of Classless InterDomain Routing (CIDR) – originally specified in [14, 15] with the current
specification in [26]. In CIDR the division between the network part and the host part is
flexible. In the original class-based structure, it was only necessary to examine the first 1-4
bits to determine the address class, and thereby the number of bits in the network part. In
3
4

A unicast address is an address identifying a single host.
The reason why it’s not 28 = 256 unique addresses is explained later
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Figure 5.4: Classes in original class-based addressing.
CIDR, the size of the network part is variable and therefore needs to be specified explicitly. The
normal notation for CIDR appends ’/nn’ to a network address, where ’nn’ specifies the number
of bits in the network part. As an example, the following network address in CIDR notation,
192.38.68.0/23 means that the first 23 bits belong to the network part, while the remaining
32 − 23 = 9 bits are the host part. This network can therefore have up to 29 − 2 = 510 different
hosts connected to the network. The reason for subtracting 2 from the possible number of
unique addresses is that the lowest and highest addresses (i.e., the address where the bits in the
host part are either ’000...00’ or ’111...11’) can not be assigned to any individual host. The
address with host part equal to 000...00 is used as the address of the entire network, while the
address with the host part 111...11 is the broadcast address. An IP packet with a broadcast
address as the destination address will be delivered to every host on the subnetwork.
The CIDR notation with an ’/nn’ after an IP address is just one way to specify how many
bits are used for the network part. Another way is to use a subnet mask. The idea here is to
specify a mask, which is a 32-bit binary number (i.e., the same length as an IPv4 address) that
has ’1’ in the bits that correspond to the network mask and ’0’ in the bits that correspond to the
host part. Just like IP-addresses, a subnet mask is usually written in dotted-decimal notation.
In the example above, a network address was specified (in CIDR notation) as 192.38.68.0/23.
The same information can be specified with a subnet mask that is:
Subnet mask in binary notation:
Separating into 4 blocks of 8 bits:
Subnet mask in dotted-decimal notation:

11111111111111111111111000000000
↓
11111111 11111111 11111110 00000000
↓
255.255.254.0

It is equivalent to express that a host has IP address ’192.38.68.17/23’ or ’192.38.68.17 with
subnetmask 255.255.254.0’
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5.2.3

Routing in IP networks

The method of routing normally used in the Internet is called hop-by-hop routing, which means
that every router makes its own decision on how to forward a packet towards the destination.
Since IP is a connectionless packet switched protocol, the packets will contain the full destination
address in their header. This is used by the routers in the Internet to direct the packets towards
the correct destination, but since an IP address is visualized as consisting of a network part and
a host part, the routers only need to know about the networks, and not the individual hosts.
Consider the networks in figure 5.5 that consists of three small networks interconnected by
Router B and with a connection to the rest of the Internet through Router A. Also indicated in
figure 5.5 are the interface numbers and the routers’ addresses, e.g., that Router B’s interface on
Network 3 is interface 2 and that this interface has been assigned the IP address 192.168.25.2.

Figure 5.5: Network with addresses.
Suppose that Router A has an IP packet destined for a host in Network 2. To forward this
packet towards the destination, Router A must deliver the packet through Network 1 to Router
B. When this packet arrives at Router B, this router will forward it directly to the destination
host in Network 2.
This small example illustrates that for a router to forward a packet, it must have some
information about where to send the packet. This information is contained in a routing table,
and every router in the network will have its own routing table.
Consider again Router A - the routing table for this router would contain the following
information:
• If the destination address is in the subnet 192.168.24.0/24 (i.e., in Network 2) the packet
should be sent out on interface 1 to Router B via Router B’s address on Network 1, i.e.,
192.168.16.1. The reason for specifying Router B’s address is that in a bigger network,
there might be more than two routers connected to a network. In this case, a router would
need to know which of the other routers on the network that should receive the packet
and this information is represented by the router’s addresses on the network - called the
Next-hop address.
• If the destination address is in the subnet 192.168.25.0/24 (i.e., in Network 3) the packet
should be sent out of interface 1 to Router B via Router B’s address on Network 1, i.e.,
192.168.16.1.
• If the destination address is in the subnet 192.168.16.0/24 (i.e., in Network 1) the packet
can be sent directly to the destination via interface 1
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The routing table would therefore contain the information shown in table 5.1. Note that the
routing table is not complete, since Router A would also need to know how to forward packets
destined for a host connected to a network not included in figure 5.5.
Destination
192.168.16.0/24
192.168.24.0/24
192.168.25.0/24
...

Interface
1
1
1
...

Next-hop
–
192.168.16.2
192.168.16.2
...

Table 5.1: Routing table for router A.
Note that the information in the Next-hop column related to Network 1 is absent, since Router
A is able to send IP packets directly to destinations on this network.
When a router has to forward a packet, it will perform a routing table lookup in its routing
table to determine the information such as outgoing interface and next-hop. In the routing table
lookup, it will take the destination address from the packet and compare it (line-by-line) with
the contents of the Destination column of the routing table. If a match is found, the outgoing
interface and the next-hop information can then be read from the same row in the routing
table. Note that the destination column (normally) only specifies network addresses (i.e., the
host part is ’00...00’ whereas the destination address from the packet identifies a unique host.
This means that the comparison between the packet’s destination address and the contents from
the destination column of the routing table should only take the network part in consideration.
As an example, suppose router A has a packet with destination address 192.168.24.17. The
first row in the routing table has the network address 192.168.16.0/24, which means that the
router should only compare the first 24 of the destination address with the first 24 bits of the
network address. Translating to binary (and underlining the first 24 bits) we get:
192.168.24.17
192.168.16.0

→
→

11000000 10101000 00011000 00010001
11000000 10101000 00010000 00000000

It can be seen that the two addresses with respect to the first 24 bits do not match. A similar
comparison with the second row of the routing table yields:
192.168.24.17
192.168.24.0

→
→

11000000 10101000 00011000 00010001
11000000 10101000 00011000 00000000

Here a match is found, i.e., the first 24 bits of the two addresses are identical, so router A will
know that it has to send the packet out on interface 1 to the router, which has the address
192.168.16.2 on network 1.
If it is assumed that Network 2 and Network 3 are stub networks, i.e., no other router than
Router B is connected to them, then the routing table for Router B can be written as shown in
table 5.2:
The last line in Router B’s routing table is the default entry, i.e., if there are none of the
specific entries listed higher in the routing table that match the destination address, Router B
would use its default entry and send the packet to Router A. Router A would similarly have
a default entry, usually indicating the router at the Internet backbone that the networks are
connected to.
Consider again the routing table for Router A. If the entries in lines 2 and 3 are compared,
it can be seen that they have the same interface and next-hop, and the network addresses are
very similar. If the network addresses are written in binary we get:
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Destination
192.168.16.0/24
192.168.24.0/24
192.168.25.0/24
...
Default

Interface
0
1
2
...
0

Next-hop
–
–
–
...
192.168.16.1

Table 5.2: Routing table for router B.
192.168.24.0/24
192.168.25.0/24

→
→

11000000 10101000 00011000 xxxxxxxx
11000000 10101000 00011001 xxxxxxxx

Comparing the two network addresses, they differ only on the 24th bit, i.e., they have the same
initial 23 bits. Therefore, these two network addresses can be aggregated into a single entry
(192.168.24.0/23). The advantage of address aggregation is that the size of the routing tables
are reduced, so that it will take less time for a router to perform a table lookup. The reduced
(aggregated) routing table for router A will then be as shown in table 5.3:
Destination
192.168.16.0/24
192.168.24.0/23
...

Interface
1
1
...

Next-hop
–
192.168.16.2
...

Table 5.3: Aggregated routing table for router A.
In the previous examples, the contents of the routing tables could be determined simply by
inspecting the network configuration and the routing table information could simply be downloaded directly to the routers by the network operator. This is normally referred to as static
routing, since the information is fixed before the network becomes operational and doesn’t
change during the active operation of the network. However, static routing is not a feasible
solution for routing in the Internet in general, since the topology of the Internet is changing
constantly. It will not be a feasible solution if every network operator has to recalculate the
contents of the routing tables for all their routers whenever a new subnetwork is added to the
Internet or if packets have to be sent through other paths due to errors.
Today, routing in the Internet is mainly based on the concept of dynamic routing5 , where the
routers exchange (periodically or whenever necessary) information about destinations, status of
network links, etc. In this way, changes in the Internet’s topology will propagate to the entire
network. Suppose that a new subnetwork has been connected to the Internet; at first only the
router that it is directly connected to will know about the new network, but as soon as this
router exchanges routing information with its neighbor routers, these will know about the new
network as well. As soon as these routers exchange routing information with yet other routers,
the information about the new subnetwork will spread out to the entire Internet. Whenever a
router receives new routing information it can recalculate the contents of its routing table to
determine if it can find a better path to reach certain destinations. In this way, changes in the
network topology may cause the routers to update their routing tables without the intervention
of the network operator to take advantage of new networks, links, etc., hence the routing is
5

Static routing can still be used in certain cases, e.g., in small networks.
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dynamic because it can adapt to changes in the network topology. The routers exchange routing
information through specific routing protocols6 .
Since IP is based on hop-by-hop routing there is a potential risk that the contents of the
routing tables of some routers are inconsistent. As an example, suppose that – in some arbitrary
network and for some destination – the routing table of router X has router Y as the next-hop;
router Y has router Z as the next-hop and router Z has router X as the next-hop. In this
case, a packet could loop between the three routers indefinitely (and use some of the capacity
of these routers) without ever reaching the destination. To ensure that a packet will not loop
indefinitely, the IP header includes the Time-To-Live (TTL) field. This is initially set to some
value by the source host and every time the packet is received by a router, the value in the TTL
field is decremented by 1 and if the value becomes 0, the router will discard the packet. The
initial value of the TTL field has to be chosen carefully. If the value is too small the packet
might be discarded even though there are no loops but the packet is just on its way towards the
destination. On the other hand, if the value is too large, it may take too long for the packet to
be discarded in the case it enters a loop. Typical values for the initial value of the TTL field is
64 for Microsoft Windows operating systems and 128 for Linux operating systems. These values
may seem small but are generally sufficient to reach any destination on the Internet.
In a network with static routing, a routing loop can occur due to misconfiguration by the
network operator. In networks with dynamic routing, the routers exchange routing information
as described earlier, but whenever a change occurs in the network, it will take some time for this
information to reach every router in the network. In the mean time, some routers may have an
inconsistent view of the network topology and therefore create a routing loop. Transient (i.e.,
short-lived) routing loops are therefore a possible consequence of dynamic routing, which means
that packets may be lost during such a period.
Autonomous Systems
The Internet is, as described earlier, the interconnection of a large number of subnetworks, but
these different subnetworks are not owned by any single company, organization or similar. This
fact is reflected in an administrative partitioning of the Internet into a number of Autonomous
Systems, where one autonomous system consists of one or more subnetworks under the control
of the company, organization, etc.
This partitioning of the Internet into autonomous systems also has an implication for the
routing in the Internet, since different autonomous systems can have different preferences and
policies for routing Internet traffic inside their autonomous system. Some organization may
prefer that the routing inside their networks is optimized to minimize the delay, whereas other
organizations may prefer to maximize the throughput, and so on. Furthermore, a network
operator is normally not interested in disclosing the topology of its subnetworks and other
sensitive information to other network operators (i.e., other autonomous systems). Instead, a
network operator will only announce to other network operators which networks (in form of IP
network addresses) that can be reached through his autonomous system.
This has the consequence that the routing information exchanged between routers in the
same autonomous system should be detailed to allow the routers to optimize the routing inside
the autonomous systems according to the network operator’s preferences, whereas the routing
information exchanged between routers in different autonomous systems should be limited to
6

Note that Internet documentation such as RFC documents and similar uses the term ’gateway’ for what
in this lecture note is called ’router’. Therefore, the routing protocols are also referred to as Interior/Exterior
Gateway Protocols (IGPs/EGPs).
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the announcement of the IP network addresses that can be reached through an autonomous
systems.
Since there are different kinds of routing information that are exchanged between the routers
inside the same autonomous system and between routers in different autonomous systems, this
means that there are 2 types of routing protocols used in the Internet:
• Interior Routing Protocols, which are used to exchange detailed routing information (e.g., information about topology, link status, etc.) between routers in the same
autonomous system. The most common interior routing protocols used today are the
Routing Information Protocol (RIP) and the Open Shortest Path First (OSPF) protocol.
RIP is a rather simple protocol that can only be used in small networks, whereas OSPF
is more complex but can be used in large autonomous systems with 1000+ routers.
• Exterior Routing Protocols that are used to exchange information between routers
in different autonomous systems. The routing information exchanged concerns mainly
which IP networks that can be reached through the autonomous systems. Today, Border
Gateway Protocol (BGP) version 4 is the common exterior routing protocol used in the
Internet.

5.2.4

Fragmentation

One characteristic of the Internet is that the different subnetworks that are interconnected can
be of many different types. However, each network technology have some upper limit to the
amount of information that can be transferred in one data unit. As an example, the maximum
size of IP packets that can be transferred on an Ethernet LAN is 1500 bytes. The fact that
different subnetworks have different upper limits on the packet size can cause problems if one
user that is attached to a subnet that can handle large packets tries to send (large) packets to
another user, and the packets have to pass through another subnetwork that has a lower limit
on the maximum packet size that is supported, as shown in figure 5.6. The maximum packet
size that a network can transport is normally referred to as the network’s Maximum Transfer
Unit (MTU).

Figure 5.6: Fragmentation example.
If host A wishes to send a large amount of data to host B, this will be sent in packets of 1500
bytes to reduce overhead. However, when a packet of this size reaches Router 1, the router can
not transmit the packet on subnetwork 2 since this subnetwork can only handle packets up to
600 bytes. One solution would simply be to drop the packet, but this approach would limit the
global connectivity of the Internet.
To overcome the issue of different packet size limits, IP supports fragmentation, which is the
procedure of dividing (fragmenting) a (large) packet into a number of smaller packets (called
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fragments) that each are small enough to be transmitted on the next subnetwork on the path to
the destination. In figure 5.6, Router 1 will fragment the large 1500-bytes packets into smaller
packets that are not larger than 600 bytes for transmission on Subnetwork 2. However, if a
packet is fragmented into a number of fragments, the opposite procedure, called reassembly,
must also be performed so that the original block of information, i.e., the entire payload of the
original packet, can be delivered to the IP-user at the destination host. Figure 5.7 illustrates the
fragmentation of a large packet into 4 smaller fragments. The information in the headers of the
fragments is copied from the header of the original packet, but a few of the fields are changed
in the fragmentation process as described later.

Figure 5.7: Fragmenting a large packet into 4 fragments.
There are essentially two places where the reassembly of a packet can take place:
• At a router in the network, e.g., Router 2 in figure 5.6.
• At the destination host, i.e., host B in figure 5.6.
There are two main problems if the reassembly process is to be done at a router; firstly, that it
will consume resources in the router in form of buffer space and processor cycles, and secondly,
that since IP is connectionless, there is no guarantee that all the fragments that come from
the same original packet will be sent on the same path through the Internet, and thereby will
be received by the router that will reassemble the fragments. For this reason, the reassembly
procedure in IP is done at the destination host, since it is the only place where all the fragments
will be present.
To permit the destination host to reassemble fragments into the original packet, some information is needed to determine where in the original packet’s payload the payload of a fragment
comes from. This information is included in the IP-header in the Fragment Offset field. It is
also important to know, whether a fragment contains the last part of the payload of the original
packet - this is provided in the IP-header via a More-bit, which is set if the fragment does not
contain the last part of the original packet’s payload. The More-bit is one of the bits in the
Flags fiels of the IP header.
One important issue is that the Fragment Offset field in the IP-header (c.f., figure 5.2) is
only 13 bits, whereas the Total Length field is 16 bits. With 16 bits for the length field, the size
of an IP packet can be up to 65535 bytes. However, the 13 bits for the Fragment Offset field
only allows for values in the range 0-8191. To allow that even packets of 65535 bytes can be
fragmented, the value of the Fragment Offset indicates the offset in multiples of 8 bytes, i.e., if
the value of the Fragment Offset field in a fragment is 63, the payload in fragment comes from
position 8 · 63 = 504 in the payload of the original IP packet. The highest possible offset is
therefore 8 · 8191 = 65528. This also has the consequence that all fragments (except possibly
the last one) contain a multiple of 8 bytes of the original packet’s payload.
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Suppose that a packet with a total size of 1500 bytes (i.e., 20 bytes of header and 1480 bytes
of payload) is sent from host A. When this packet reaches Router 1, it will fragment the original
packet into 3 packets:
• The payload of the first fragment contains the first part of the original packet’s payload,
i.e., from offset 0. This fragment can be up to 600 bytes in length so with an IP header of
20 bytes, it can contain up to 580 bytes of the original packet’s payload. However, 580 is
not a multiple of 8 so the number of payload bytes is rounded down to the nearest multiple
of 8, which is 576 bytes. The first fragment will therefore contain 576 bytes of the original
packet’s payload, and since this is not the last fragment, the More-bit will be set.
• The second fragment will contain the next 576 bytes of payload starting from offset 576,
i.e., it will contain bytes 576-1151 from the original packet’s payload. The value of the
Fragment Offset field will be 576/8 = 72. The More-bit is also set in this fragment.
• The last fragment will contain the final 1480 − 2 · 576 = 328 bytes of the original packet’s
payload, starting from offset 1152, corresponding to a value of the Fragment Offset field
of 1152/8 = 144, and since it’s the last fragment the More-bit is not set.
This example of fragmentation is illustrated in figure 5.8 and the relevant header fields of the
fragments are listed in table 5.4.

Figure 5.8: Fragmentation example.
Fragment
1
2
3

Original payload bytes
0 – 575
576 – 1151
1152 – 1479

Total Length
596
596
348

Fragment Offset
0
72
144

More-bit
1
1
0

Table 5.4: Fragmentation example.
An additional aspect of fragmentation is related to the fact the IP is a connectionless protocol.
Suppose that host A originally generates two (large and equalsized) packets, P1 and P2 , and the
two packets are each fragmented into three fragments each at some router in the network, i.e., P1
is fragmented into P1a , P1b and P1c , and P2 is fragmented into P2a , P2b and P2c . The two original
packets had the same size, so fragments P1x and P2x will have the same values in their Fragment
Offset and More-bit fields. Since IP is connectionless the fragments may be reordered inside
the network and arrive at the destination host in the order P1a , P2b , P1c , P2a , P1b , P2c . If the
receiver reassembled the fragments based on the Fragment Offset field and the More-bit alone,
it would generate two packets with the payloads P1a + P2b + P1c and P2a + P1b + P2c , respectively,
which would be incorrect. Some extra information is therefore needed to identify which original
packet a fragment comes from. This extra information is the value in the Identification field
of the IP header. Whenever a new IP packet is generated, the originator sets this field to a
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unique value that has not be used recently. If this packet is later fragmented by a router, all the
fragments will contain the same value in the Identification field, so that the receiver can ensure
that all the fragments comes from the same original packet when it performs the reassembly
procedure.
Since IP does not guarantee that all packets reach their destination, there is a chance that
fragments can be lost inside the network. In this case, the destination host will never get some of
the fragments that are needed to reassemble the original packet. For this reason, the reassembly
procedure is normally implemented so that the destination host starts a timer when the first
fragment arrives, and if this timer times out then the fragments already received are simply
dropped.

5.2.5

Address Resolution Protocol

When an IP packet is transmitted on a subnetwork it will be encapsulated in the PDU format
used by the subnetwork, e.g., if the subnetwork is an Ethernet LAN, the IP datagram will be
encapsulated in an Ethernet MAC frame. Because of this encapsulation, two forms of addressing
are used: A logical IP address and a physical address (a MAC address in the case of a LAN).
The relation between a host’s IP address and its MAC address is often arbitrary, i.e., a host
can normally not calculate the MAC address from the IP address. Therefore, when host A on
a LAN needs to transmit an IP datagram to host B on the same LAN, it will know the IP
address of host B, but not necessarily the corresponding MAC address. Some functionality is
therefore needed to translate an IP address into a physical MAC address, which is the task of
an address resolution protocol (ARP). In the following is described the ARP for Ethernet local
area networks [10].
Host A discovers the MAC address of host B by broadcasting an ARP request, which contains
host B’s IP address. Because the ARP request is broadcasted it will be received and processed
by every station on the LAN. The hosts will then compare their own IP address with the IP
address listed in the ARP request; if the addresses do not match, the host will simply discard the
ARP message. Otherwise, if a host determines that the two addresses match, it will transmit
a ARP reply that includes its MAC address, and this message is sent directly (unicast) to the
originator of the ARP request. When host A receives the ARP reply it will know of the MAC
address of host B and can subsequently send the IP datagram encapsulated in an Ethernet frame
with the host B’s MAC address as the destination (MAC) address.
To avoid that this procedure is repeated for every single IP datagram, the results of the
ARP reply will be stored in an ARP cache at host A for some time – normally 300 seconds –
so that host A will know host B’s MAC address for subsequent IP datagrams to host B. An
ARP request is therefore only sent, if a host does not know the MAC address corresponding to
a specific IP address.
Figure 5.9 shows two Wireshark screenshots of an ARP request and the reply. The first
four fields of the ARP request are used to indicate that the different address types involved are
Ethernet MAC addresses and IP addresses and that MAC addresses are 6 bytes long while IP
addresses are 4 bytes long. The value (1) of the Opcode field indicates that it is an ARP request
- the subsequent ARP reply has the value 2 in the Opcode field. The next two fields contain
the IP and MAC addresses of the sender of the ARP request and the last two fields are the IP
and MAC addresses of the target, but since the target MAC address is what the sender of the
ARP request is attempting to discover, the MAC address is set to 00:00:00:00:00:00. Note that
– in the ARP reply – the Sender MAC/IP addresses and Target MAC/IP addresses have been
swapped and that the requested information (the MAC address corresponding to IP address
10.51.32.225) is listed in the Sender MAC address.
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a) ARP Request

b) ARP Reply
Figure 5.9: Ethernet Address Resolution Protocol.
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5.2.6

ICMP

The Internet Control Message Protocol (ICMP) [8] is a companion protocol to IP that can
provide feedback about the transmission of IP packets in the Internet. For instance, if an IP
packet is discarded because the TTL value was decremented to 0, the router that discards the
packet will send an ICMP message back to the originator of the IP packet. Included in the
ICMP message is the header and the first 8 bytes of the payload of the discarded IP packet.
This information permits the originating host to determine how packets to the destination should
be sent, e.g., with a higher initial TTL value. In this case, the router that discards the packet
will return an ICMP ”Time-to-live exceeded” message.
Other reasons for discarding packets in a router are if the router does not have a suitable
entry in its routing table for the destination, or if the router needs to fragment a packet, but the
”Don’t Fragment” flag is sent in the packet. In both cases an ICMP message (”Destination unreachable”) is returned, and the code parameter in the ICMP message can be used to determine
the precise reason why the packet was dropped.
Another common use of the ICMP protocol is to use the ICMP ”Echo Request” and ”Echo
Reply” messages to ’ping’ a host to verify whether the host is active or not. Figure 5.10 shows
a screenshot where a host is pinged.

Figure 5.10: Using the ICMP to ping a host.
As can be seen from figure 5.10, ICMP messages are carried as payloads in IP packets.

5.2.7

NAT and NAPT

A problem with IPv4 is the shortage of addresses due to the use of only 32 bits for the addresses.
The long-term solution to this problem is to introduce a new version of IP with larger address
fields (i.e., IP version 6, see section 5.2.10), but due to the ubiquity of IPv4, it will not be
possible to switch IP versions overnight. Therefore, some stop-gap solutions are needed and
Network Address (and Port) Translation (NAT/NAPT) is one of these.
The general idea of NAT and NAPT is that the hosts in a subnet will use addresses from
one of the private IP address ranges [18]: 10.0.0.0/8, 172.16.0.0/12 or 192.168.0.0/16, but
when a packet is forwarded from the subnet to the public Internet the address is changed to
a public (globally unique) IP address. Two variants of this approach exists, Network Address
Translation (NAT) and Network Address and Port Translation (NAPT), which are explained in
the following.
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Network Address Translation (NAT)
The principle of NAT is that the entire subnet is allocated a block of global IP addresses.
When a communication flow is initiated from a host inside the subnetwork, the first packet will
reach the border router (a router that is capable of NAT is often referred to as a NAT-router)
connecting the private subnetwork to the public Internet. At this point, the source address of
the packet will be in one of the private address ranges described above. At the NAT-router
the (private) source address will be exchanged with one of the global addresses allocated to
the subnetwork. The NAT-router will also save the correspondence between the global address
and the (internal) private address, and mark the global address as currently used. Subsequent
packets from the same internal host will similarly have their source address exchanged with
the same global address. Reply packets from hosts on the public Internet will have one of
the global addressed as their destination address, and thereby arrive at the NAT-router, which
will exchange the destination address with the correct internal private address and forward the
packet to the correct internal host. If a specific global address has not been in use for a period
of time, the router will mark it as free so that it can be reused later for another communication
flow. The relation between an internal host and a global address can therefore change over time.
If the number of external global addresses is less than the number of internal hosts, then
there is a certain chance that an internal host will not be able to get a global address for a new
communication flow, which subsequently must be aborted. In this case, the NAT-router is said
to be non-transparent. Otherwise the NAT-router is transparent but in this case the number of
global addresses allocated to the network would be the same as if the internal hosts had a global
address from the start. However, the potential reduction in the need for global IP addresses is
not the only advantage of NAT. Suppose that the organisation that owns the private network
decides to switch to a new Internet Server Provider (ISP). In this case, it will get a new block
of global IP addresses (which are part of the new ISP’s address range), which will just have to
be configured on the NAT-router, instead of reconfiguring all hosts inside the company.
Figure 5.11 shows a small network that is connected to the rest of the Internet through
a NAT router. In this example, the internal hosts have been assigned IP adresses from the

Figure 5.11: NAT example.
private 192.168.0.0/16 address range, but when packets from the internal hosts are sent out
to the public Internet, the source address of the packets will have changed to an address in the
X.Y.Z.16 – X.Y.Z.23 range. In this case, the network have been allocated 8 global IP addresses,
so if there are more than 8 internal hosts that want to communicate at the same time, some of
these will not be able to get a global address and the packets will be dropped.
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Network Address and Port Translation (NAPT)
NAPT is a technique that reduces the need for global addresses even more than NAT. In its
simplest version, the NAPT-router will only use one global address. To differentiate between
the different information flows, the NAPT-router will use the port fields7 of the TCP-segments
or UDP-datagrams that are carried inside the IP packets.
When the first packet in a TCP-connection or UDP-flow arrives from an internal host, the
NAPT-router records the source IP-address and the source TCP/UDP-port. It then selects
a unused port on the external side (i.e., associated with the global address) and stores the
relation between the external port and the internal IP-address and TCP/UDP-port in a NAPTtable. Return packets from an external host will have the NAPT-router’s global address as the
destination address and the external port as the destination port. The NAPT-router looks up
the external port number in its NAPT-table and replaces the packet’s destination IP-address
and destination port number with the contents from the NAPT-table and forwards the packet
to the correct host inside the private network.
With NAPT a significant number of internal hosts can therefore share the same (single)
global IP address. NAPT is commonly used when private homes are connected to the Internet.

5.2.8

DHCP

If a host is to be connected to the Internet, it will need at least the following information:
• An IP address and information about the number of bits used for the network part on the
local subnetwork. The latter is usually provided in form of a subnet mask.
• The IP address of a default gateway, i.e., a router that can forward packets to destinations
outside of the local subnetwork.
• If the host is to be used for normal Internet applications, such as email, web browsing,
etc., the identity (IP-address) of at least one DNS nameserver (see section 5.2.9).
These informations can be configured manually, as illustrated in figure 5.12. However, manually

Figure 5.12: Configuring a host.
configuring a large number of hosts in this way can be impractical and error-prone, so it would
be better if a host can acquire the necessary information without manual intervention when it
starts. The Dynamic Host Configuration Protcol (DHCP) [20] satisfies these requirements. This
section focusses only on the basic use of DHCP by a host to acquire the information from the
list above - more advanced use of DHCP is beyond the scope of this lecture note.
7
The port fields can be viewed as an extra address that specifies which application process is the source or
destination of the information in the UDP-datagram or TCP-segment, as described in sections 5.3 and 5.4.
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Figure 5.13 shows the communication between a DHCP-client and a DHCP-server in a local
area network. The DHCP communication can be decoded as follows:
01
02
03
04
05
06
07
08
09
10
11
12
13
14
15
16
17
18
19
20
21

Time
0.000000
0.000025
0.000606
0.001422
29.655229
29.656076
59.672167
59.673106
89.673391
93.672996
102.673431
117.676054
119.674234
124.674897
127.674451
134.674791
151.675575
188.662212
188.663354
188.664317
188.665133

Source
0.0.0.0
192.168.0.1
0.0.0.0
192.168.0.1
192.168.0.241
192.168.0.1
192.168.0.241
192.168.0.1
192.168.0.241
192.168.0.241
192.168.0.241
192.168.0.241
192.168.0.241
0.0.0.0
0.0.0.0
0.0.0.0
0.0.0.0
0.0.0.0
192.168.0.1
0.0.0.0
192.168.0.1

Destination
255.255.255.255
192.168.0.241
255.255.255.255
192.168.0.241
192.168.0.1
192.168.0.241
192.168.0.1
192.168.0.241
192.168.0.1
192.168.0.1
192.168.0.1
255.255.255.255
255.255.255.255
255.255.255.255
255.255.255.255
255.255.255.255
255.255.255.255
255.255.255.255
255.255.255.255
255.255.255.255
255.255.255.255

Info
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP
DHCP

Discover
Offer
Request
ACK
Request
ACK
Request
ACK
Request
Request
Request
Request
Request
Discover
Discover
Discover
Discover
Discover
Offer
Request
ACK

(
(
(
(
(
(
(
(
(
(
(
(
(
(
(
(
(
(
(
(
(

0x1743cfa )
0x1743cfa )
0x1743cfa )
0x1743cfa )
0x7bf067db )
0x7bf067db )
0x74eab173 )
0x74eab173 )
0x9606f2ba )
0x9606f2ba )
0x9606f2ba )
0xb452eced )
0xb452eced )
0x5ef77edc )
0x5ef77edc )
0x5ef77edc )
0x5ef77edc )
0xb070c3ae )
0xb070c3ae )
0xb070c3ae )
0xb070c3ae )

Figure 5.13: DHCP communication between a client and a server.
• Line 1: The client broadcasts (destination address = 255.255.255.255) a Discover message to find available DHCP servers on the network. Since the client does not yet have an
IP address, the source address is sent to 0.0.0.0. The Discover message is broadcasted,
since there might be more than one DHCP server for reliability purposes - this is often the
case in large company networks.
• Line 2: In this example, there is only one DHCP server on the network, which reponds
with a Offer message that contains the offered IP address, the lease-time (i.e., the amount
of time that the IP address can be used by the client), the addresses of the default gateway
and DNS servers.
• Line 3: The client requests the offered address from the server. This step is necessary
because in a network with multiple DHCP-servers, the client may have received several
Offer messages, but the client must only request an address and associated information
from one server.
• Line 4: The server acknowledges, at which point the IP address 192.168.0.241 is now
allocated to the client.
• Lines 5-8: Since the address is only available for some time (the lease time, which is 60
seconds in this example), the client has to renew the lease. This is initially done at half
the lease time, i.e., at approx. 30 seconds In this case, the server acknowledges, so the
client can keep using the IP address for another 60 seconds after each acknowledgment
from the server.
• Lines 9-13: At some point between 60 and 90 seconds, the DHCP server was stopped.
When the client attempts to renew its lease at 90 seconds it does not get an acknowledgment, so it keeps requesting the renewal from the original server until approx. 7/8 of the
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lease time has expired. At this point it starts to broadcast the request for renewal of the
lease.
• Lines 14-21: After the lease expired at 120 seconds the client stops using the IP address,
and restarts the DHCP Discover procedure until it gets a reply from the DHCP server at
approx. 188 seconds. The DHCP server had been restarted at around 180 seconds.
Each message in figure 5.13 has a number written in hexadecimal notation after the message.
This is the DHCP Transaction ID, which is a random number used by both clients and servers
to separate simultaneous DHCP transactions, e.g., if multiple clients are requesting an address
at the same time.

5.2.9

DNS

Host identification and routing in the Internet is based on the IP-addresses that can be handled
efficiently by the network devices, but an IP-address is not very user-friendly. It is generally
difficult to remember a lot of IP-addresses, so it would be much better if the hosts could be
identified by some symbolic name that would be easier to remember. However, the IP-packets
would still need to contain actual IP-addresses for the routers to deliver them to the correct
destination, so some functionality for translating between symbolic names and IP-addresses is
needed. This is the purpose of the Domain Name System (DNS) [12, 13].
DNS permits a user to write the symbolic name www.fotonik.dtu.dk in his browser and the
host would then use DNS to translate the symbolic name into the IP-address 192.38.82.230.
Using symbolic names with DNS also permits that the service can be specified, i.e., the symbolic
name ftp.fotonik.dtu.dk should be translated into the IP-address of the FTP-server at DTU
Fotonik, and that www.fotonik.dtu.dk should be translated into the IP-address of the webserver, etc. Furthermore, an organization could move its webserver to another host with a
different IP-address by changing the relevant DNS information, which would be fully transparent
to the users. The users would still enter www.fotonik.dtu.dk in their browser, which then would
be translated into the IP-address of the new webserver.
In the early days of the Internet, the translation between a symbolic name and a IP-address
used a local file on every host (originally called hosts.txt) that contained the relation between
a symbolic name and the corresponding IP-address for all the hosts on the Internet. The file
was managed by SRI, and every host retrieved a copy of this file periodically. Although this is
a simple way to permit the use of symbolic names, a number of serious disadvantages became
obvious as the Internet grew:
• If a new network or just a new host was added to the Internet, the network manager had
to send information to SRI about the symbolic name(s) and corresponding IP-address(es).
• New networks or hosts would not be known to other hosts until these had downloaded the
latest version of the hosts.txt file.
• As the Internet grew, the hosts.txt file became larger and larger and it required more
capacity to distribute it; both because the file became larger, but also because more and
more hosts would retrieve it.
The centralized principle of translating symbolic names into IP-addresses with the hosts.txt file
had to be replaced with a more scalable approach, namely DNS. DNS is based on the principle
of distributed databases, where a host can initially send a query to some (usually local) database
server that either has the requested information (e.g., the IP-address) or has other information
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on where the query may be sent instead. In the context of DNS, the database servers are referred
to as nameservers.
The use of a distributed database for DNS is most efficient if the information in the database,
e.g., the symbolic names, are structured in a regular way. The structuring selected for the
symbolic names is a hierarchical structuring, where the symbolic names of the hosts on the
Internet are divided into domains. For this reason, a symbolic name is – in the context of DNS –
normally referred to as a domain name, which will also be used in the following. The hierarchical
structuring of domain names is illustrated in figure 5.14.

Figure 5.14: Hierarchy of domain names in DNS.
At the top of the hierarchy is the root domain, which has a special purpose as will be explained
later. Immediately below the root domain are the top-level domains, and two types of top-level
domains (TLDs) exists: Generic TLDs and country specific TLDs. The generic TLDs were
originally defined to identify US organisations, since the Internet originated in the US, but now
most of them can be used globally. The currently defined generic TLDs are:
TLD
.com
.org
.int
.net
.edu
.gov
.mil

Represents
Commercial organizations, companies
Non-commercial organizations
Various international organizations
Organizations related to the Internet
Educational organizations, e.g., universities
Govermental organizations (US-only)
Military (US-only)

Table 5.5: Generic Top level domains (TLDs).
The other group of TLDs are the country TLDs, which represents specific countries and which
uses a 2-letter country appreviation, specified in ISO 3166-2. As shown in figure 5.14 there’s one
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additional TLD, i.e., the .arpa TLD, which has a special purpose in relation to reverse lookups
as described later.
The actual hosts are located at the leaves of the tree and their (full) domain name can be
determined by listing the different domains (separated by periods) on the path to the root of
the tree. The host identified by the leaf named www at the bottom of the hierarchy therefore has
the (full) domain name: www.fotonik.dtu.dk.
For every domain there has to be an authoritative nameserver, i.e., a nameserver that has
up-to-date information about the relation between IP-addresses and domain names for the hosts.
For administrative purposes, a domain and its subdomains are divided into zones. Figure 5.15
illustrates an (imaginary) top level domain .hi with a number of subdomains, which again might
have their subdomains.

Figure 5.15: Imaginary DNS domains.
Initially, the entire .hi top level domain (with all its subdomains) could be viewed as one entire
zone, as illustrated in figure 5.16a). In this case, the authoritative nameserver would have to
answer queries for all hosts within the .hi, which could result in performance problems (e.g.,
long response times) for this nameserver. Therefore, the zone may be divided into two zones,
as shown in figure 5.16b), where a new zone for the defg.hi domain has been defined. This
is referred to as the authority of the defg.hi domain (and its subdomains) has been delegated
to a new zone, which has its own nameserver. In this case, the original nameserver for the .hi
domain is now only authoritative for the host in the .hi domain that are not in the defg.hi.
The new zone can be further divided as necessary, as illustrated in figure 5.16c).

a)

b)

c)

Figure 5.16: Domains and zones.
The use of DNS to translate a domain name into an IP address can be illustrated with an example, c.f., figure 5.17. Suppose that the user types www.abc.defg.hi in his webbrowser, which
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Figure 5.17: DNS Address lookup example.
must be translated into an IP-address. In the user’s host is a process, which is normally referred
to as a Resolver, which is a process that is capable of communicating with nameservers. The resolver process contacts the local (e.g., ISP’s) nameserver8 , asking for the IP-address corresponding to a domain name (www.abc.defg.hi). If local nameserver doesn’t have any information
about the .hi domain, it will contact a root nameserver, which will reply with information about
a top level name server in the .hi domain. The local nameserver will then contact the top level
nameserver for the .hi domain, again asking for the IP-address corresponding to the domain
name www.abc.defg.hi. If the top level nameserver doesn’t have the information, it will ask
a lower level nameserver - here the nameserver for the defg.hi domain. This nameserver will
then ask the nameserver for the abc.defg.hi, which is the nameserver for the correct domain,
so it will know the IP-address of the host www.abc.defg.hi, and the information will propagate
upwards in the hierarchy until it reaches the top level nameserver for the .hi domain, which
will return the information to the local nameserver. From here, the information is returned to
the Resolver process in the user’s host, and subsequently to the webbrowser that is now able to
establish a TCP connection to the webserver with the domain name www.abc.defg.hi.
The previous exchange of DNS messages was a recursive query, since the top level nameserver
for the .hi domain asked the 2nd level nameserver, which in turn asked the 3rd level nameserver.
However, some nameservers may not be able to perform a recursive query, e.g., if the load is too
high. Suppose that this is the case for the top level nameserver for the .hi domain. In this case,
when it receives the query from the local nameserver it will instead just reply with the identity
of the 2nd level nameserver, which the local nameserver then has to send a query to.
Note that even though the first query from the local nameserver was to the root nameserver,
this did not perform a recursive query, i.e., the root nameserver did not query the top level
nameserver for the .hi domain. This is a characteristic of the root nameservers that they will
never perform a recursive query for performance reasons. Instead, a root nameserver will only
respond with the identity of a top level nameserver.
To reduce DNS traffic in the Internet, the results of DNS queries are cached in the nameservers (except the root nameserver) and in the Resolver. This means that if a user requests a
page from a webserver that hasn’t been contacted before, the Resolver process will perform a
DNS query for the IP-address, and the result of this query is saved in the Resolver’s cache, so
if the user shortly afterwards requests another page from the same webserver, the IP-address of
8

The IP-address of the local nameserver is provided, either by manual configuration or by DHCP as described
in 5.2.8
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the webserver is already available from the Resolver’s cache. However, whenever information is
cached there is a risk that the information could become outdated, so the authoritative nameserver for the domain in question can control how long the information may be cached in other
nameservers and resolvers.
An example of the result of a DNS query9 is shown in figure 5.18. The result of the DNS query
; <<>> DiG 9.5.1-P3-RedHat-9.5.1-3.P3.fc10 <<>> www.cs.utwente.nl
;; global options: printcmd
;; Got answer:
;; ->>HEADER<<- opcode: QUERY, status: NOERROR, id: 57034
;; flags: qr rd ra; QUERY: 1, ANSWER: 2, AUTHORITY: 5, ADDITIONAL: 5
;; QUESTION SECTION:
;www.cs.utwente.nl.

IN

A

;; ANSWER SECTION:
www.cs.utwente.nl.
janus.cs.utwente.nl.

86400
16369

IN
IN

CNAME
A

janus.cs.utwente.nl.
130.89.10.26

;; AUTHORITY SECTION:
cs.utwente.nl.
cs.utwente.nl.
cs.utwente.nl.
cs.utwente.nl.
cs.utwente.nl.

16369
16369
16369
16369
16369

IN
IN
IN
IN
IN

NS
NS
NS
NS
NS

ns1.utwente.nl.
ns2.utwente.nl.
rotterdam.ewi.utwente.nl.
denhaag.ewi.utwente.nl.
ns3.utwente.nl.

IN
IN
IN
IN
IN

A
A
A
A
A

130.89.1.2
130.89.1.3
192.87.17.19
130.89.10.11
130.89.10.5

;; ADDITIONAL SECTION:
ns1.utwente.nl.
78806
ns2.utwente.nl.
78806
ns3.utwente.nl.
80840
denhaag.ewi.utwente.nl. 10660
rotterdam.ewi.utwente.nl. 10660
;;
;;
;;
;;

Query time: 21 msec
SERVER: 192.38.68.8#53(192.38.68.8)
WHEN: Wed Aug 26 11:42:42 2009
MSG SIZE rcvd: 255

Figure 5.18: Result of a DNS query for the IP address of www.cs.utwente.nl.
is divided into 4 sections. The QUESTION sections simply repeats the contents of the original
query, i.e., that the query is for an IP-address (’IN’ for Internet and ’A’ for Address) corresponding to the domain name www.cs.utwente.nl10. The ANSWER section contains two pieces of
information; firstly that the domain name www.cs.utwente.nl is really just an alias for the host
with the (canonical) domain name janus.cs.utwente.nl, secondly that the host with the latter
domain name has the IP-address 130.89.10.26 (which was the requested information). The
AUTHORITY section contains information about the nameservers that has information about
the cs.utwente.nl domain. This information is useful, if a host that performed the original
DNS query wishes to determine the IP-address for another host in the cs.utwente.nl domain.
In this case, the identity of a nameserver in the requested domain is already known, so the
initial queries to a root nameserver and top level nameservers can be avoided. Finally, the ADDITIONAL sections provides the IP-addresses for the nameservers listed in the AUTHORITY
9

This example and the one in figure 5.19 was made with the use of the dig (Domain Information Gropher)
program.
10
The webserver at the Computer Science department at Universiteit Twente in The Netherlands.
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section. The numbers before ’IN’ in the ANSWER, AUTHORITY and ADDITIONAL sections
determines how long (measured in seconds) that the information may be stored in a cache.
The previous discussions of DNS has focussed on the translation of a domain name to an
IP-address. However, DNS can also be used for other purposes.
One possibility is a reverse lookup where an IP-address is translated into a domain name.
However, translating an IP-address into a domain name with the use of the hierarchical structure
of domain names with generic and country-specific TLDs would not be easy, since every possible
domain name would have to be examined until a match with the requested IP-address was found.
This would not be feasible with the size of the Internet today, so another method is used that
depends on the special .arpa TLD. Whenever an ISP or other network is allocated a block of IP
addresses they have to provide entries in a name server for those addresses under the .arpa TLD.
To do a reverse lookup, the host forms a pseudo-domain name from the IP address. Suppose
that a host wants to determine the domain name corresponding to the IP address 192.38.68.8.
The host would create the pseudo-domain name 8.68.38.192.in-addr.arpa (i.e., reversing the
IP-address and appending in-addr.arpa) and send this to the local nameserver. The response
would be the (canonical) domain name, in this case inetgw.com.dtu.dk. A reverse lookup was
earlier used as a security measure in connection with remote login applications, i.e., applications
that permitted a user to log in to a remote host to perform jobs, etc. When a connection was
established, the remote host would only know from which IP-address the connection came, so
it perfomed a reverse lookup on the IP-address to determine the domain name, which was then
compared to a list of allowed domain names to see if the connection should be accepted or
rejected.
DNS is also used in in the case of emails. A typical email address is in the form of
user@somedomain.sometld, where the part after ’@’ usually specifies an entire domain instead
of a single host. However, when a mailserver wants to deliver the email, it needs to know which
hosts inside the somedomain.sometld domain that are capable of receiving mails on behalf of
the users. DNS can therefore be used to lookup the identity of Mail eXchange (MX) hosts inside
a domain. Figure 5.19 shows the result of a query for the Mail eXchange hosts for the domain
fotonik.dtu.dk
; <<>> DiG 9.5.1-P3-RedHat-9.5.1-3.P3.fc10 <<>> -t MX fotonik.dtu.dk
;; global options: printcmd
;; Got answer:
;; ->>HEADER<<- opcode: QUERY, status: NOERROR, id: 61396
;; flags: qr rd ra; QUERY: 1, ANSWER: 2, AUTHORITY: 0, ADDITIONAL: 2
;; QUESTION SECTION:
;fotonik.dtu.dk.

IN

MX

;; ANSWER SECTION:
fotonik.dtu.dk.
fotonik.dtu.dk.

81907
81907

IN
IN

MX
MX

10 gw.com.dtu.dk.
20 dyna.mic.dtu.dk.

;; ADDITIONAL SECTION:
gw.com.dtu.dk.
dyna.mic.dtu.dk.

86400
3600

IN
IN

A
A

192.38.68.13
192.38.84.24

;;
;;
;;
;;

Query time: 1 msec
SERVER: 192.38.68.8#53(192.38.68.8)
WHEN: Wed Aug 26 11:32:19 2009
MSG SIZE rcvd: 112

Figure 5.19: Result of DNS query for MX record for fotonik.dtu.dk.
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The information in the Question section is just a repetition of the contents of the original
query, i.e., that information of type MX is requested for the fotonik.dtu.dk domain. The
Answer section identifies two hosts that are capable of handling emails for the fotonik.dtu.dk
domain, namely gw.com.dtu.dk and dyna.mic.dtu.dk. The numbers ’10’ and ’20’ before the
MX-hosts is a priority indication, so that a remote mailserver will try to connect to the MX-host
with the lowest number, i.e., gw.com.dtu.dk first. Finally, the ADDITIONAL section reports
the IP-addresses for the two MX-hosts listed in the ANSWER section.

5.2.10

IP version 6

The description of IP up to this point has focussed on IP version 4. However, IPv4 was originally
specified in RFC-791 from 1981 [7] at a time where the Internet was primarily a network for
universities, research institutes, etc, and the widespread commercial use was not evident. It is
therefore not surprising that with the large growth of the Internet, especially in the 1990s, that
some issues have arisen.
One serious issue with IPv4 is the use of 32 bits for addresses and the original fixed division of
addresses into classes A, B and C. The introduction of CIDR (see section 5.2.2) helped to reduce
the ”waste” of unused addresses, but with 32 bits there are only 4 billion possible addresses in
total, so considering the technological evolution where more and more devices needs an internet
connection, IPv4 will eventually run out of addresses.
This was already foreseen in the early 1990s when the work on a new version of IP started,
which was to become IP version 6 (IPv6)11 One of the most important design criteria for IPv6
was that it was to have a much larger address space, and also that the experience gained with
IPv4 at this point was also to be included in the design of IPv6.
The IP version 6 is defined in [21], and the header of an IPv6 packet is shown in figure 5.20.

Figure 5.20: Header of an IPv6 packet.
Compared to IPv4, IPv6 is different in a number of ways - the most prominent are:
• Larger address field: IPv6 uses 128 bits for addresses allowing more that 3 · 1038 unique
addresses, so even if the address space is not used efficiently this should provide enough
IPv6 addresses for all kinds of devices in the foreseeable future. The larger addresses
11

Version 5 of IP was a short-lived experimental protocol, which didn’t exist for long, but as the version number
had been allocated, the next real version of IP became version 6.
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also means that representating IP addresses in human-friendly form uses a more compact
hexadecimal notation instead of the dotted-decimal notation12 .
• No header checksum: Since IPv6 packets are normally encapsulated in layer 2 frame,
e.g., an Ethernet frame that has its own checksum, there is usually no need to have a
checksum for the header, since practically all errors will be caught at layer 2. Dropping
the header checksum has the added benefit that routers would not need to verify the IPchecksum at every hop, thus reducing the processing required per packet, which in turn
increases the number of packets that can be handled per time unit.
• Fragmentation is not allowed at routers: If an IPv6 packet needs to be fragmented
to reach a certain host, this will take place at the originating host. The advantage is that
the routers doesn’t have to perform fragmentation, but the disadvantage is that it requires
the originating host to determine the path-MTU, i.e., the maximum packet size that be
used to reach a specific destination. In the Path-MTU procedure of IPv6, the originating
host initially uses a packet size up to the allowed limit on the local subnetwork. If an
ICMPv6 message is later returned since a packet was dropped by a router because it was
too large for to be transmitted on the next subnetwork, the ICMPv6 message also includes
the maximum packet size for the limiting subnetwork. The originating hosts can then
fragment future packets to ensure that the fragments will not be dropped by that specific
router again.

5.3

User Datagram Protocol

The User Datagram Protocol (UDP) [6] is a simple connectionless transport protocol, which
provides a service similar to the service of IP, i.e., connectionless non-reliable transfer of information. The two main purposes of UDP is the provide application level addressing and checksum
of user information. Figure 5.21 shows the UDP header.

Figure 5.21: UDP datagram.
The application level addressing is necessary since an IP address only identifies a host and not
the application process running on the host. Today, most users normally have a number of
application programs running at the same time, e.g., email client, instant messaging client, web
browser, etc., so whenever a packet is received by the host, some extra form of addressing is
needed to deliver the contents of the packet to the correct application. The application level
12

An IPv6 address in dotted decimal notation would contain 16 decimal numbers compared to 4 for IPv4.
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addressing is provided by the port fields in the UDP header, which are 16 bits long, so it’s
possible to identify 65536 different application processes in a host.
The checksum in the IP header only covers the IP packet, so errors in the IP payload are not
caught by IP. Therefore, the checksum in the UDP header covers the entire UDP datagram in
addition to a pseudoheader consisting of the source and destination IP addresses. In this way,
packets delivered to the wrong host because of an error in the IP layer will be detected by the
UDP entity and discarded. Only packets without errors are delivered to the application process
identified by the destination port number.
If the application provides its own checksum, the UDP checksum is not needed, and in that
case, the transmitting UDP simply sets the checksum field to 0. The receiving UDP entity will
not calculate the checksum, if a received UDP datagram has the value 0 in the checksum field.

5.4

Transmission Control Protocol

One of the most important protocols used in the Internet is the Transmission Control Protocol
(TCP) [9]. The purpose of TCP is to provide error–free (connection–oriented) transmissions
between application processes in different hosts.
The service provided by IP is connectionless non–reliable transfer of information between
arbitrary hosts in the Internet, which means that packets may arrive at the destination host
with errors and/or have been reordered inside the network, or may simply have been lost inside
the network. Since the service of TCP is a reliable connection–oriented transfer of information
between processes in arbitrary hosts, TCP must transform a unreliable service of IP to the
reliable connection oriented service. Figure 5.22 shows the header of TCP segments.

Figure 5.22: Header of TCP segments.
The TCP header contains the following mandatory fields:
• The Source port and Destination port fields are used for application level addressing
as in UDP.
• The Sequence number, Acknowledgment number and Window fields are used in
the flow and error control procedures in TCP as explained later.

90

• Since a TCP segment may carry some optional parameters in the Options and Padding
field, the Data offset field is used to identify the end of the header and the start of the
User–process information field.
• The Checksum is similar to the checksum in UDP, i.e., it can be used to verify that the
TCP segment is errorfree.
• TCP allows the applications to send two types of information; normal information and
urgent information, and since one TCP segment may carry both types of information,
the Urgent pointer field is used to separate the two types of information in the User–
process Information field.
• Finally, the TCP header contains 6 bits used as flags with the following meaning:
– URG bit: If set, the TCP segment contains urgent information, so the contents of
the Urgent pointer field is valid. Otherwise, the Urgent pointer field is ignored.
– ACK bit: If set, the contents of the Acknowledgement field is valid. Otherwise,
the receiver ignores the contents of the Acknowledgement field.
– PSH bit: If this bit is set, the receiver must deliver the contents of the TCP segment
to the application as soon as possible. Otherwise, a TCP entity is allowed to deliver
the information at its own convenience.
– RST bit: This bit functions as a reset bit. If a TCP entity receives a segment with
an invalid sequence number (for instance an acknowledgment number that doesn’t
correspond to any segment that was previously transmitted) it will return a segment
with the RST bit set, which effectively terminates the connection.
– SYN bit: Used in the first segment sent by a host to request the establishment of
a TCP connection. A TCP segment with the SYN bit set is therefore similar to a
setup message in the generic data link protocol.
– FIN bit: Used to terminate a TCP connection.

5.4.1

Connection establishment and termination

Connection establishment in TCP requires more than a simple setup and acknowledgment as
in the generic data link protocol, since a host can receive TCP segments from many places.
The generic data link protocol is used to exchange messages between two entities that are
directly connected, whereas a TCP entity can receive TCP segments from any other host in the
network. Another problem is that a TCP entity may receive “old” TCP segments. Suppose
that two TCP entities have established a connection and are exchanging TCP segments with
information. One of these messages could, due to an routing problem, be transmitted on a path
with a (very) high delay. Since the source entity would not receive any acknowledgment in due
time, the segment would be retransmitted and the retransmitted segment would hopefully be
transferred on the normal path to the destination. If the connection is quickly terminated and
new connection between the same applications is established later, the segment that was sent on
a long detour in the network could then arrive at the destination entity after the new connection
was established, where it could be mistaken for a valid segment in the new connection.
To avoid the problem with “old” segments13 , connection establishment in TCP requires a
procedure known as Three–way handshake. When the (source) TCP entity wishes to establish
a connection, it transmits a TCP segment with the SYN bit is set. The destination TCP
13

Often referred to as wandering segments.
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entity replies with a SYN,ACK segment, i.e., a TCP segment where both the SYN bit and
the ACK bit are set. When this segment is received by the source entity, it will reply with
a ACK segment. In this way, both TCP entities have sent a SYN segment (requesting the
establishment of a connection) and an ACK segment (acknowledging the other side’s connection
request). Furthermore, segments with the SYN bit set carry a sequence number that informs the
other TCP segment of the sequence number that the originator will start with. Therefore, each
side of a TCP connection will, after the three–way handshake, know which sequence numbers
to expect. Figure 5.23 illustrates a three–way handshake.

Figure 5.23: Three–way handshake.
The initial sequence numbers indicated in the three–way handshake are selected so that they are
”far” from sequence numbers used in previous connections, so the problem with ”old” segments
can be avoided.
Termination of TCP connections also uses a three–way handshake14 , but now with FIN
segments instead of SYN segments. FIN segments also carry a sequence number that is one
higher than the last byte of information transmitted. This allows a TCP entity that receives a
FIN segment to verify that all information has been received.

5.4.2

Flow Control in TCP

Flow Control and Error Control in TCP are different from the general description in section 3.2.6.
Firstly, the sequence numbers of each TCP segment carrying information are not incremented
by one for each segment, but by the number of information octets in the segments. If a TCP
segment contains the sequence number X and contain 1000 octets of application information,
the next TCP segment will have the sequence number X + 1000. In the general description of
flow control in section 3.2.6, the sequence number increased by one for each transmitted message,
independent of the number of information octets in the messages.
Secondly, there are no negative acknowledgments in TCP. If the source entity does not receive
any acknowledgment for some information within some predetermined time, it will retransmit the
information. The time used to detect missing acknowledgments are adjusted adaptively during
the life–time of a connection since this permits TCP to adapt to changing traffic conditions, as
may be experienced in the Internet.
Another difference between TCP and generic data link protocol relates to the use of the
window field. In TCP, the maximum window size of the TCP entities is not fixed but may vary.
When a TCP entity sends an ACK segment, to (positively) acknowledge the receipt of some
information, it will give the other TCP entity credit to send more information. A TCP segment
with the value X in the acknowledge field and the value Y in the window field is interpreted
as an acknowledgment of all information with sequence number less than X and a credit for
sending Y bytes of information starting from sequence number X, i.e., information bytes in the
range X to X + Y − 1. In the sliding window flow control (section 3.2.6), the credit was implicit,
14

Or sometimes a four-way handshake.
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so an ACK n message meant that the receiving entity was expecting frame n and a certain
number of frames. The number of frames was the maximum window size, which was fixed for
the duration of the connection. In TCP, the maximum window size – the credit – can vary over
time, depending on the available bufferspace at the destination.

5.4.3

Other features of TCP

TCP employs a number of other features that distinguishes it from the generic data–link protocol
described in section 3.3. Worth mentioning here is Adaptive timers, Slow–start procedures and
Congestion control procedures.
Adaptive timers
A host that uses the TCP protocol to communicate with other hosts in the Internet will experience large variances in the round–trip delay, depending on the location of the other host(s). If
the other host is located within a short distance, the round–trip delay will be very short, whereas
communication with a host located on another continent will experience a much higher round–
trip delay. Furthermore, the round–trip delay is not only dependent on the distance between the
communicating hosts, but also on traffic conditions in the Internet, since the round–trip delay
will increase as the traffic in the Internet increases.
The timers used for retransmissions must take this variable round–trip delay into account.
When a segment is transmitted and the acknowledgment for this segment is received, the difference in time is an estimate of the round–trip delay. Based on this and previous estimates, a
TCP entity can calculate an average value, which is used as a basis for selecting the time–out
values for future packets.
Congestion control procedures
After the establishment of a TCP connection, the TCP entities will be allowed to transmit
segments with information. However, if a TCP entity started to transmit all the information
that the receiving TCP entity was prepared to receive, the number of transmitted packets could
exceed the capacity of the network. In this situation, a phenomenon known as congestion can be
observed. Every (part of the) network has some finite capacity, which is the maximum number
of packets that can be handled efficiently by the (part of the) network. Congestion can then
be described as a state where the number of packets inside the network exceed this capacity.
The effect of congestion is that packets are either delayed significantly in the routers or simply
dropped. If packets are dropped or delayed, the sending TCP entity will time out and retransmit
the packets, which will worsen the situation, since the network now has to deal with both the
original packets and the retransmitted ones. Congestion was earlier a significant problem in the
Internet, where so-called congestion collapses occurred from time to time.
To avoid or minimize the chance of congestion in the Internet, a TCP implementation now
has to implement various congestion control procedures [22], which operates on a new congestion
window. A TCP entity will use two windows – receiver window (rwnd) and congestion window
(cwnd) – to control the amount of information that may be sent. As in the traditional flow
control, the receiver window represents the amount of information that the receiver is prepared
to receive, while the congestion window represents an estimate of the network capacity. At any
point in time, a TCP entity is not allowed to send more information than the minimum of the
receiver window and congestion window, i.e., min(rwnd, cwnd).
To explain TCP congestion control, it is assumed in the following that the receiver window
is infinite. Initially, the congestion window is set to the size of one TCP segment, i.e., at the
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start of a TCP connection, the sending TCP entity can only send one segment. When the
acknowledgment for this returns, the congestion window is increased to the size of two TCP
segments, and TCP can therefore send two segments. When the two acknowledgments for these
returns, the congestion window is increased to four segments, i.e., in this phase, the congestion
window increases by one segment for every acknowledgment received. This phase of the TCP
congestion control is called Slow-Start. Since the congestion window grows exponentially, the
sending TCP entity is permitted to send more and more segments which will at some point
exceed the network’s capacity and segments will be lost. This is detected by a time-out and
TCP will react by reducing the congestion window to 1 segment. At the same time, a threshold
is set to half the amount of outstanding15 information at the point of congestion. The sending
TCP entity starts again with the Slow-start, but now the congestion window is only allowed
to increase exponentially, until it reaches the specified threshold. At this point, the Slow-Start
phase ends and the Congestion Avoidance phase takes over. In this phase, the congestion window
is also increase, but now with a value corresponding to one TCP segment per round-trip time,
i.e., the congestion window increases linearly in this phase. The Congestion Avoidance phase
continues until a new congestion is detected.
Figure 5.24 illustrates how the congestion window changes in the slow–start and congestion
avoidance phases. Based on the descriptions of the Slow-Start and Congestion Avoidance procedures above, it would seem that congestions are a regular occurrence. However, the discussions
ignored the influence of the receiver window. If the network’s capacity is bigger than the size
of the receiver window, congestion will not occur since a sending TCP entity is now allowed to
send more information than the minimum of the congestion window and the receiver window,
which in this case would be the receiver window.

Figure 5.24: Slow–start and Congestion Avoidance in TCP.
Congestion control in TCP is an area for intensive research even today and a number of additional
procedures are normally implemented along with the slow–start and congestion avoidance.
15

Outstanding information is information that has been transmitted by not yet acknowledged
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5.5

Application layer

The purpose of this section to is give a brief introduction to the application protocols that are
used in the most common Internet applications, web browsing, email and file transfers. The
protocols will be illustrated with examples of their use.

5.5.1

Web browsing

The HyperText Transfer Protocol (HTTP) [23] is used to transfer information in form of webpages and their contents between webservers and clients, i.e., web browsers. HTTP uses TCP
to transport the information between the client and server, since it is important that the information presented to the user by the web browser is correct. An example of communication with
HTTP is shown in figure 5.25.

Figure 5.25: HTTP architecture.
The principle of HTTP is based on a request – response principle. The client issues requests to
the web server, which describes the requested information/resource in a standardized format.
The web server responds with either the requested information or an error message. Figure 5.26
shows the information exchanged when the client requests a simple web page containing some
text and a small image. The information exchange can be described in detail as:
• Lines 1-8 are the request from the client for the web page with URL16
http://oldwww.com.dtu.dk/staff/ls/testpage.html. The additional information in
the request indicates that the client supports version 1.1 of the HTTP protocol, which
image formats it understands, how the information can be coded and so on.
• Lines 9-27 are the response from the web server. First (lines 9-18) is the header of
the response, where the web server indicates with the return code 200 that the request
was successful, how many bytes are in the information, the format (html-code) of the
information, the version of the web server and so on. Line 19 is a blank line that signals
to the client that the header of the reponse ends and the actual data follows. Lines 20-27
is the actual contents of the requested web page, which is formatted using HTML format.
This data is parsed by the client, and in this case it detects that the web page also contains
an image (line 25).
• Lines 28-36 is the client’s request for the image from the web page. The image has
the URL http://oldwww.com.dtu.dk/staff/ls/testimage.jpg. The other fields of the
request are similar to the original request for the webpage.
16

An URL (Uniform Resource Locator) is a standardized way to specify the information that is requested.
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• Lines 37-48 is the web servers response, again with a header that is separated from the
actual data (not included here) by a blank line.
When the information is received by the client, it will render it and show it in the browser
window.
When a client receives information from a web server it will normally keep a copy of the
information in a cache, so that it’s quickly available if the user requests the same information
again. Figure 5.27 shows what happens if the client repeats its request. Lines 1-2 are the relevant
part of the client’s request with the URL, but here (in line 2) the client informs the web server
that it is only interested in the resource (i.e., the webpage) if it was modified after a specific time
- the client is aware of the time that the web page was last modified because it was reported in
the server’s original response (Line 12 in figure 5.26). Lines 3-4 is the server’s response, which
indicates that the web page has not been modified since the last time it was sent to the client.
Lines 4-8 concern the image, which also had not been modified. In this case, the web browser
will retrieve the contents of the web page and the image from its cache.
Finally, figure 5.28 illustrates a case where the client requests a non-existing webpage. The
request in line 1 is for a non-existant webpage. The response from the webserver includes an
error code in line 2 (Error code = 404 means that the resource can not be found), followed by
a blank line and then some HTML code to display a more user-friendly error message in the
user’s browser.

5.5.2

Sending and receiving emails

Emails is one of the most common applications found on the Internet. Figure 5.29 shows a simple
email system, where users in two networks are able to exchange emails. Suppose that user A in
network 1 wants to send en email to user B in network 2. User A will compose the email on his
computer with an email program. When the user presses ’Send’ his email program will deliver
the email to the local email server; often referred to as an Message Transfer Agent (MTA). The
local MTA will analyze the destination (email-)address and determine which remote MTA to
deliver the email to. DNS is used to determine the identity and IP address of the remote MTA,
as described in section 5.2.9. The local MTA will contact the remote MTA and deliver the mail,
which will then be stored on remote MTA until the remote user (user B in this case) contacts
its local MTA (i.e., the MTA in network 2) to retrieve any new mails.
The protocols used to send and receive emails are Simple Mail Transfer Protocol (SMTP) [24]
for sending mails – both from the client to the local MTA but also between different MTAs –
and Post Office Protocol (POP) [19] and Internet Message Access Protocol (IMAP) [25] for
retriving emails from an MTA. All three email-related protocols use TCP to ensure reliable delivery of emails. Note that commercial client-server collaboration applications, such as Microsoft
Exchange, Lotus Notes, etc., often use their own proprietary protocols.
SMTP
A typical message exchange between an SMTP-client and a SMTP-server (i.e., MTA) for delivering an email is shown in figure 5.30, where the information sent from the client is underlined.
The details of the SMTP exchange can be described as follows:
1. Line 1 - Initial greeting from the server to the client.
2. Line 2-20 - Client reports its domain with the EHLO (Extended HeLO) command, and
the server acknowledges the EHLO command and also reports its different capabilities
(lines 4-20).
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01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:
41:
42:
43:
44:
45:
46:
47:
48:

GET /staff/ls/testpage.html HTTP/1.1
Accept: image/gif, image/jpeg, image/pjpeg, image/pjpeg, ...
Accept-Language: da-dk,en-us;q=0.7,da;q=0.3
User-Agent: Mozilla/4.0 (compatible; MSIE 7.0; Windows NT 5.1; ...
Accept-Encoding: gzip, deflate
Host: oldwww.com.dtu.dk
Connection: Keep-Alive
Cookie: utma=239995606.2968268325133299700.1233841948...
HTTP/1.1 200 OK
Content-Length: 154
Content-Type: text/html
Last-Modified: Tue, 11 Aug 2009 09:09:47 GMT
Accept-Ranges: bytes
ETag: "6de48679631aca1:2136"
Server: Microsoft-IIS/6.0
MicrosoftOfficeWebServer: 5.0 Pub
X-Powered-By: ASP.NET
Date: Tue, 11 Aug 2009 09:11:08 GMT
<html>
<head><title>Test page</title></head>
<body>
<h1>Test page</h1>
<p>Some text...</p>
<img src="testimage.jpg">
</body>
<html>
GET /staff/ls/testimage.jpg HTTP/1.1
Accept: */*
Referer: http://oldwww.com.dtu.dk/staff/ls/testpage.html
Accept-Language: da-dk,en-us;q=0.7,da;q=0.3
User-Agent: Mozilla/4.0 (compatible; MSIE 7.0; Windows NT 5.1; ...
Accept-Encoding: gzip, deflate
Host: oldwww.com.dtu.dk
Connection: Keep-Alive
Cookie: utma=239995606.2968268325133299700.1233841948...
HTTP/1.1 200 OK
Content-Length: 31098
Content-Type: image/jpeg
Last-Modified: Tue, 05 Jun 2007 11:01:00 GMT
Accept-Ranges: bytes
ETag: "30a678cd60a7c71:2136"
Server: Microsoft-IIS/6.0
MicrosoftOfficeWebServer: 5.0 Pub
X-Powered-By: ASP.NET
Date: Tue, 11 Aug 2009 09:11:08 GMT
Binary data of the image file deleted

Figure 5.26: HTTP request for a web page with an image.
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01:
Some
02:
Some
03:
04:
Some
05:
Some
06:
Some
07:
08:
Some

GET /staff/ls/testpage.html HTTP/1.1
lines deleted
If-Modified-Since: Tue, 11 Aug 2009 09:09:47 GMT
lines deleted
HTTP/1.1 304 Not Modified
Last-Modified: Tue, 11 Aug 2009 09:09:47 GMT
lines deleted
GET /staff/ls/testimage.jpg HTTP/1.1
lines deleted
If-Modified-Since: Tue, 05 Jun 2007 11:01:00 GMT
lines deleted
HTTP/1.1 304 Not Modified
Last-Modified: Tue, 05 Jun 2007 11:01:00 GMT
lines deleted

Figure 5.27: HTTP request for an earlier requested web page.

01:
Some
02:
Some
03:
04:

GET /staff/ls/no such file.html HTTP/1.1
lines deleted
HTTP/1.1 404 Not Found
lines deleted
HTML page with error message deleted.

Figure 5.28: HTTP request for an unknown web page.

Figure 5.29: Simple email system.
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01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:

220 com.dtu.dk Microsoft ESMTP MAIL Service, Version:
EHLO com.dtu.dk
250-com.dtu.dk Hello [10.51.32.215]
250-TURN
250-SIZE
250-ETRN
250-PIPELINING
250-DSN
250-ENHANCEDSTATUSCODES
250-8bitmime
250-BINARYMIME
250-CHUNKING
250-VRFY
250-X-EXPS GSSAPI NTLM LOGIN
250-X-EXPS=LOGIN
250-AUTH GSSAPI NTLM LOGIN
250-AUTH=LOGIN
250-X-LINK2STATE
250-XEXCH50
250 OK
MAIL FROM: larst@fotonik.dtu.dk
250 2.1.0 larst@fotonik.dtu.dk....Sender OK
RCPT TO: someuser@some.domain.dk
250 2.1.5 someuser@some.domain.dk
DATA
354 Start mail input; end with <CRLF>.<CRLF>
Subject: Testmail

6.0.3790.3959 ready ...

Testmail linje 1
Testmail linje 2
.
250 2.6.0 <Mail id > Queued mail for delivery
QUIT
221 2.0.0 com.dtu.dk Service closing transmission channel

Figure 5.30: SMTP transaction.
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3. Lines 21-22 - Client announces the sender of the email and the server acknowledges.
4. Lines 23-24 - Client announces the receiver of the email and the server acknowledges.
5. Lines 25-32 - Client announces the body of the email, which the server acknowledges.
The client sends all the lines of the header and text, followed by a line containing a single
’.’ to indicate the end of the email. The blank line (line 28) is necessary to separate the
header line from the body lines. At line 32 the server acknowledges that it has received
the complete email and is queuing the mail for delivery.
6. lines 33-34 - Client sends the QUIT command to the server to indicate that the SMTP
exchange is complete, which the server acknowledges.
POP and IMAP
To retrieve emails from a server the client will normally use either the POP (currently version 3)
protocol or the IMAP (version 4) protocol. A typical POP3 transaction is shown in figure 5.31.
01: +OK Dovecot ready.
02: USER ls
03: +OK
04: PASS ********
05: +OK Logged in.
06: STAT
07: +OK 10 15906
08: LIST
09: +OK 10 messages:
10: 1 2109
11: 2 1691
Some lines deleted.
18: 9 2529
19: 10 384
20: .
21: RETR 10
22: +OK 384 octets
23: Return-Path: <someuser@some.domain.dk>
24: Received: from someuser (mail.some.domain.dk [...])
25:
by commail.staff.com.dtu.dk (8.14.3/8.14.3) with ESMTP id ....
26:
for ls; Fri, 7 Aug 2009 15:01:04 +0200
27: Date: Fri, 7 Aug 2009 15:00:46 +0200
28: From: someuser@some.domain.dk
29: Message-Id: <200908071301.n77D0ki4002388@mail.some.domain.dk>
30: Subject: Testmail
31:
32: Testmail linje 1
33: Testmail linje 2
34: .
35: DELE 10
36: +OK Marked to be deleted.
37: QUIT
38: +OK Logging out, messages deleted.

Figure 5.31: POPv3 trace.
The details of the POP3 exchange are:
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1. Line 1 – Initial greeting from the server.
2. Lines 2-5 – Client uses the ’USER’ and ’PASS’ commands to inform the server about the
username and password. The server acknowledges the commands.
3. Lines 6-7 – Client uses the STAT command to ask the server for the number of mails
currently stored at the mail server and their total size (in bytes). In this case there are 10
mails with a total size of 15906 bytes.
4. Lines 8-20 – Client asks for information about individual mails using the LIST command.
The server replies first that there are 10 mails. Then it sends information about the
individual mails (number and size) followed by a line with only a period (’.’), which signals
to the client that it’s the last line of the response from the server.
5. Lines 21-34 – Client asks for mail number 10 with the retrieve (RETR) command. The
server sends first the email’s header, then a blank line to separate the header from the
body and finally the body of the email followed by a line with a single period to indicate
the end of the data.
6. Lines 35-36 – Client asks the server to mark mail number 10 for deleting, which the
server acknowledges. Note that the mail is not deleted at this point.
7. Lines 37-38 – Client sends the QUIT command to inform the server that the client wishes
the exchange to end. The server closes the connection and only at this point will the mails
that were marked be deleted.
IMAP is a more advanced protocol for retriving mails from a mail server compared to POPv3,
but the details of IMAP will not be discussed in this lecture note. However, some of the
important differences between POPv3 and IMAP are:
• POPv3 connects to the mail server, retrives mails and disconnects from the mail server,
and all message processing is done locally at the user’s host afterwards. In IMAP, the
users’ email program can stay connected to the server to process messages on the server
directly and only download the message when relevant. Suppose that a user receives a
large spam mail; with POPv3 the user would have to retrieve the entire mail to his local
host before he can discover that it is spam and therefore delete it, but with IMAP, the
user would be able to retrieve only the header (sender, subject, etc.) and discover before
downloading the contents that it is spam and delete the email directly on the server. In
addition, POPv3 considers the user’s mailbox on the server to be just a (flat) sequence
of mails, whereas in IMAP, the user can structure the mails on the server by creating a
hierarchy of folders and move the mails between different folders on demand.
• As shown in figure 5.31 the user’s username and password where sent in clear text between
the client and the server in POPv3, whereas IMAP by default supports encrypted login.
However, today some mailservers do support encrypted login with POPv3, but it has been
added after the standardization of POPv3 so it’s not universally supported.
• An IMAP-user may be connected to several mailboxes at the same time (which also permits
the user to move mails between different mailboxes), or multiple users may be connected
to the same mailbox simultaneously. In POPv3, only one user at a time can be logged in
to retrieve mails from a specific mailbox.

101

5.5.3

File transfers

One of the earliest uses of the Internet is the ability to transfer files between different systems.
The main protocol used for this purpose is the File Transfer Protocol (FTP) [11], but transfering
files can also be accomplished by other means, e.g., attaching files to an email or downloading the
files from a webserver. FTP is a client-server protocol with a structure as shown in figure 5.32.
TCP connections are used to transfer information between server and client.

Figure 5.32: FTP system (based on figure 1 in [11]).
Two types of connections are used in FTP. The first is a control connection, which is set up
initially between the client and server for the exchange of FTP commands (from the client)
and replies (from the server). When the client wants to transfer a file he sends a command
through the control connection, which causes a data connection to be established for the file to
be transferred.
The data connection for a file is set up by either the server or the client, depending on
whether the server currently operates in active or passive mode. It is the server that establishes
the data connection if it is in active mode; otherwise the client establishes the data connection.
The distinction between active and passive data connections is especially relevant for users that
are connected to the Internet through NA(P)T-routers. If the NA(P)T-router isn’t specifically
programmed to recognize FTP packets, only passive FTP is possible.
Figure 5.33 shows the information exchanged in the control connection when a client connects
to the server to download a single file. In this example, the FTP server transfers the file in active
mode. The FTP exchange can be decoded as follows:
1. Lines 1-8 User logs on to the FTP server providing user name and password.
2. Lines 9-10 User changes the current directory to the DATA directory.
3. Lines 11-12 User requests that the file is transferred in binary mode, i.e., all bytes of
a file will be transferred without modification. Alternatives could be ascii mode, where
especially the character(s) used to represent the termination of a line of text (normally
called carriage return and/or line feed) would be changed in the transfer.
4. Lines 13-14 The client informs the server of the IP address and port number of the
”User Data Process”. In this case the client’s User Data Process is listening on IP address
10.51.32.205 port 19 · 256 + 137 = 5001
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01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

220-Microsoft FTP Service
220 The STAFF FTP Server (...) greets you....
USER abc
331 Password required for abc.
PASS ********
230-Welcome to the Staff FTP server.
All transfers are logged.
230 User abc logged in.
CWD DATA
250 CWD command successful.
TYPE I
200 Type set to I.
PORT 10,51,32,205,19,137
200 PORT command successful.
RETR test.dat
150 Opening BINARY mode data connection for test.dat(16489 bytes).
226 Transfer complete.
QUIT
221 Bye bye...

Figure 5.33: FTP commands and replies for the download of a file with the server
in active mode.

5. Lines 15-17 The client requests the file named ’test.dat’. The server creates a TCPcoonection to the User Data Process at 10.51.32.205 port 5001 to transfer the contents
of the file.
6. Lines 18-19 The client informs the server that it wants to disconnect.
Figure 5.34 shows the download of the same file, but now with the server in passive mode.
Compared to the previous FTP trace, the differences are found in lines 13-17. In line 13 the
client informs the server that it wants the transfer to be passive (i.e., the data connection is
established by the client) and the server replies that the client User Data Process should establish
a TCP-connection to the server’s IP address (192.38.68.2) and port number 1599. The client
creates this data connection and when the client requests the file ’test.dat’ the server can tell
that the data connection is ready and the file is transferred.

5.6
5.6.1

Residental Internet access
Dial-up access

Dial-up access using traditional analog modems was the first common type of access to the
Internet for residental users. Figure 5.35 shows the network architecture of dial up access using
analog modems. The user’s pc is connected to a modem using a serial connection. The purpose
of the modem is to modulate17 the data signals, ’0’ and ’1’, from the pc into an analog signal
that can be transferred over a traditional connection through the telephone network (PSTN).
To transport IP packets over a telephone connection, the packet-oriented nature of IP must be
adapted to the circuit-switched PSTN-connection. The PPP (Point-to-Point Protocol) [16, 17]
is used for the purpose.
The ISP is also connected to the PSTN using a modem, but has also a PPP-server, which is
responsible for extracting IP packets from PPP frames received from the user and for encapsulating IP packets destined for the user in PPP frames. Additionally, the PPP-server can perform
17

Hence the name modem = modulator and demodulator.
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01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

220-Microsoft FTP Service
220 The STAFF FTP Server (...) greets you....
USER abc
331 Password required for abc.
PASS ********
230-Welcome to the Staff FTP server.
All transfers are logged.
230 User abc logged in.
CWD DATA
250 CWD command successful.
TYPE I
200 Type set to I.
PASV
227 Entering Passive Mode (192,38,68,2,6,63).
RETR test.dat
125 Data connection already open; Transfer starting.
226 Transfer complete.
QUIT
221 Bye bye...

Figure 5.34: FTP commands and replies for the download of a file with the server
in passive mode.

Figure 5.35: Dial up access to the Internet.
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user authentication. An ISP will normally also have additional servers, such as mail servers and
DNS servers. The connection to the rest of the Internet takes place through a router, which is
connected to an Internet backbone.
Establishing a (dial-up) Internet connection involves a number of steps, c.f., figure 5.36:

Figure 5.36: Exchange of messages with PPP.
• The user’s modem establishes a connection through the PSTN network to the modem at
the ISP. When the PSTN-connection is established, the two modem communicates using
tones to test the quality of the PSTN-connection and negotiate parameters such as bit
rate, flow control, etc. This phase can often be heard as some kind of ”noise”.
• The PPP entities at the user’s pc and at the ISP communicate to establish a data link
connection, similar to the description in section 3.3. When this is done, the user’s pc and
the ISP can exchange PPP control packets.
• Normally, authentication is neede, so that the ISP can verify the identity of the user. This is
normally accomplished using the PAP method18 , where the user sends a PPP control frame
with his username and password. This control frame is repeated a number of times until
the PPP server at the ISP acknowledges. If the PPP-server doesn’t acknowledge the PPPcontrol frames with the user’s user name and password after a number of retransmissions,
the client gives up and terminates the PSTN-connection. Otherwise, the client (user’s pc)
is authenticated at this point.
• After authentication, the network parameters of the user’s pc, such as IP address, address
of DNS server(s) and IP-address of default gateway are negotiated. After this, the user’s
pc is now capable of communicating with other hosts on the Internet.
The frame format used by PPP is illustrated in figure 5.37, which is similar the the generic data
link protocol frame format as illustrated in figure 3.15.
The fields in the PPP frame is:
• The Flag fields are used to indicate the start and end of frames.
18

PAP = Password Authentication Protocol.
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Figure 5.37: PPP frame format.
• Since PPP is used on a point-to-point link, the address field is irrelevant, so it is just set
to ’11111111’, which is the broadcast address.
• The control field is normally set to ’00000011’ to indicate that it’s a Unnumbered Information (UI) frame. UI frames are never acknowledged or retransmitted.
• The PPP Control field indicates the type of information in the PPP Information field,
e.g., information used for link configuration, user authentication, network configuration or
if the PPP information field contains user information, e.g., an IP packet.
• FCS is the Frame Check Sequence, i.e., a checksum.
The PSTN connection between the two modems is circuit-switched with a constant bit rate –
usually up to 56 kbps – but the packets that the user’s pc generate and receive are sent/received
in bursts. If there is always IP packets waiting to transmit, these will be sent (encapsulated in
the PPP frame) one after each other, but in periods where there are no IP packets waiting to
be sent, the transmitter sends repeats the flag (’01111110’) for as long as necessary, i.e., until
the next frame is to be sent.
Since the Flag fields are used to separate the different frames, it is important that a (false)
Flag bit pattern does not occur within a frame between the actual Flags. In section 3.3 the bit
stuffing method was described, but when used in connection with dial-up Internet access PPP
uses a different method called character stuffing. The reason for this is that the communication
between a computer and a modem is character-based where information is exchanged in form
of characters, i.e., blocks of 8 bits.
The principle of character stuffing is based on the definition of a special character known
as the Escape character, which has the bit pattern ’01111101’. Before transmission, the entire
PPP frame is examined (character-by-character) and any characters identical to PPP control
characters, including the Flag character and the Escape character will be escaped with the escape
character. This means that the an extra escape character in inserted in the frame just before
the PPP control character in question. Figure 5.38 illustrates the principle of character stuffing.

Figure 5.38: Principle of character stuffing in PPP.
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Note that the third-last field is not a true flag, but just some user information that happens
to contain the same bit pattern as the flag. Only the first and last fields are the true flag that
mark the start and end of the frame.
The receiver will analyse the incoming character stream. If a flag character is found that is
not preceeded by the escape character, it is treated as a real flag, i.e., marking the end/beginning
of a frame. If the flag character was preceeded by the escape character, the latter is simply just
removed. Other PPP control characters (including the escape character itselt) is handled in a
similar way.
At the receiver, the PPP framing is removed and the packets are treated as normal IP packets
inside the ISP’s network. If the packets are destined for some host outside of the ISP’s network,
the packet is sent the ISP-gateway.

5.6.2

xDSL

The term ’xDSL’ (x ∼ any character and DSL = Digital Subscriber Lines) is used as a generic
term for access technologies that reuse existing cables between the subscriber’s premises and the
local exchange, such as the pair-twisted copper cables for PSTN, to transport digital information,
normally Internet traffic. The earlist examples of this kind of access technology was N-ISDN,
but today the dominant form of xDSL technologies is ADSL.
ADSL
Today, the most common form of Internet access for residental users is probably Asymmetric
Digital Subscriber Line (ADSL). The basic idea in ADSL is that the copper cables that are
installed between the user’s residence and the local telephone exchange can be used for more
than voice (telephone) services.
As described earlier, a voice signal only occupies the 300-3400 Hz part of the frequency spectrum, but a normal pair-twisted copper cable can transfer signals with much higher frequencies.
In ADSL, frequencies above the voice signals are then used for data transmissions. The fact
that voice signals and data signals are transferred in seperate frequency bands means that it is
possible to make a telephone call at the same time as data is transferred in ADSL.
The network architecture for ADSL is illustrated in figure 5.39.

Figure 5.39: Traditional network architecture for ADSL.
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As voice signals and ADSL signals occupy different parts of the frequency spectrum, a filter is
normally needed to separate the two types of signals at both the user’s residence and at the
local exchange. At the user’s residence, the filter will split the incoming signal so that the lower
frequencies (i.e., the voice signals) are sent to the telephone, while the higher frequencies are
sent to the ADSL modem. At the local exchange, the ADSL signals is sent to the DSL Access
Multiplexer (DSLAM), which will extract the information. Between the user’s pc and the IP
Router the IP packets are encapsulated in PPP frames, which are then transferred in either
ATM cells (PPPoA) or Ethernet frames (PPPoE). The first ADSL connections used PPPoA
exclusively, but today, more and more ISPs offer ADSL using PPPoE.
Figure 5.40 illustrates the frequency spectrum on the pair-twisted wire between the user’s
premises and the local exchange. The traditional telephone service (POTS = Plain Old Telephony Service) occupy the lowest part of the spectrum (up to approx. 4 kHz), followed by a
gap and then the ADSL signals in both uplink (user’s premises to local exchange) and downlink
direction.

Figure 5.40: Frequency spectrum for (original) ADSL with POTS.
Note that the lowest part of the spectrum used for ADSL starts at approximately 30 kHz. Since
the human ear can only recognize frequencies up to about 20 kHz, the ADSL signals can not
be heard as background noise in a telephone conversation. The partitioning of the frequency
spectrum in a small part for uplink transmissions and a bigger part for downlink transmissions
is due to the characteristics of residential Internet traffic. Traditional applications used at home,
such as web browsing using HTTP and emails using POP3 or IMAP transfer more information
in the downlink direction (e.g., retrieving large web pages (possibly with many images) or
many emails) while the information flow in the uplink direction is often only short requests
for information. However, today there’s a trend towards more symmetric capacity needs with
applications such as online gaming and p2p file sharing.
Today, it’s also common for Internet service providers to provide a telephony service bundled
with the Internet access service. In this case, the entire frequency spectrum is used for the ADSL
connection. The user’s telephone is then connected to the ADSL modem, which digitizes the
voice signal and multiplexes the resulting packet stream on the ADSL connection with the
ordinary Internet traffic.
The maximum capacity of an ADSL connection depends on a number of factors, but the
most important is the attenuation in the cables between the user’s premises and the local
exchange. The physical characteristics of pair-twisted copper wires is that the attenuation
increases with the length (i.e., distance between the local exchange and user’s premises), and that
the attenuation is frequency dependent in such a way that high frequencies are more attenuated
than low frequencies. These characteristics of the copper wires influences the maximum available
capacity of ADSL, since a reliable ADSL connection requires that the signals are not attenuated
too much. As an example, a user living close to the local exchange will be able to utilize the
entire frequency spectrum to achieve a high capacity, while a user further away from the local
exchange will only be able to utilize the frequency spectrum up to some frequency less than 1.1
MHz. In the latter case, the maximum possible capacity for the latter user will be less than
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for the former user. If the distance to the local exchange is even larger, the attenuation in the
ADSL part of the frequency spectrum may be so large that it is not possible to use ADSL.
The first version of ADSL offered a downlink capacity of up to 8 Mbps (up to approx. 2 km)
and uplink capacity of up to 1 Mbps. The maximum distance from the local exchange is about
5 km where the downlink capacity was reduced to a few hundred kbps. However, technological
advances has increase the maximum capacity of ADSL. By changing the modulation, ADSL2 has
increased the downlink capacity to 12 Mbps, and (by increasing the upper edge of the frequency
interval for the uplink part to 276 kHz) increased the uplink capacity to 3.5 Mbps. In ADSL2+
the upper edge of the downlink frequency interval is increased to 2.2 MHz, which increases the
downlink capacity to 24 Mbps (up to a distance of less than 1 km.)
VDSL
VDSL is a symmetric form of access technology that permits bitrates in excess of 30 Mbps, but
can only be used on very short distances (around 300 m). One typical application of VDSL is
high speed Internet access for a apartment building, where an optical fiber19 carries the Internet
traffic between the ISP and the apartment building. Inside the apartment building, VDSL is
then used to distribute the information to the individual appartments.

19

An optical fiber has a very high capacity for much larger lengths than pair-twisted copper wires.
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Appendix A

Amplitude Modulation
In the description of Frequency Division Multiplexing in section 2.4.1, it was stated that a
voice signal can be ”moved” to another part of the frequency spectrum. This appendix briefly
describes the principle of Amplitude Modulation (AM), which can be used for this purpose.
Instead of a true voice signal we will consider a simple signal consisting of a single tone
(frequency) of f1 , which can be described in mathematical terms as (A is the amplitude of the
signal):
si (t) = A · cos(2πf1 t)
(A.1)
In AM modulation the information signal, si (t), is multiplied with a carrier signal, sc (t), which
is also just a signal with a single frequency.
sc (t) = cos(2πfc t)

(A.2)

The result is the modulated signal, sm (t):
sm (t) = A · cos(2πf1 t) · cos(2πfc t)

(A.3)

The multiplication formula for cos() is cos(A) · cos(B) = 21 (cos(A + B) + cos(A − B)), so the
modulated signal can also be written as:
sm (t) =

A
(cos(2π(fc + f1 )t) + cos(2π(fc − f1 )t))
2

(A.4)

From the last version of the modulated signal, it can be seen that the original signal has been
moved to two signals (normally called sidebands) around the carrier frequency. From a mathematical point-of-view, the upper and the lower sidebands contain the same information, so
there’s no need to transmit both sidebands. Instead, one of the sidebands is removed by a filter1
- suppose here that a filter is used to remove the lower sideband; the modulated signal after
filtering then becomes:
A
(A.5)
sm,f iltered (t) = · cos(2π(fc + f1 )t)
2
The modulated and filtered signal is then just the original signal ”moved up” in frequency by an
amount equal to the carrier frequency, as shown in figure A.1. The figure illustrates the original
signal, the modulated signal and the modulated signal after filtering, where the the filter is used
to remove frequencies below the carrier frequency. This kind of figure is normally referred to
as a frequency spectrum, where the horizontal axis is a frequency axis, and the vertical axis is
an indication of the strenght of the signal at the different frequencies. The top-most frequency
1
A filter in this context is a function that blocks some of the frequencies in a signal and let the remaining
frequencies pass.
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Figure A.1: Principle of Amplitude Modulation (AM).
spectrum in figure A.1 describes the original (un-modulated) signal, which has a certain strength
(amplitude) at one specific frequency, f1 . The middle frequency spectrum illustrates that after
modulation, the resulting signal consists of two frequencies, fc − f1 and fc + f1 , respectively,
but where the amplitude of each is half the amplitude of the original signal.
Amplitude modulation is also illustrated in figure A.2, where the upper graph shows the
original signal, which here is a 1 kHz tone. When this is modulated by a carrier signal with
frequency, fc = 10 kHz, the result is shown in lower graph in figure A.2.
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(a) Unmodulated 1 kHz signal
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(b) Original signal modulated with 10 kHz carrier signal.

Figure A.2: Original and modulated signals in time.
After transmission, the signal must be demodulated by the same carrier frequency to get the
original signal. This is also done by multiplying the signal with sc (t) and applying filtering. The
mathematical details are not described here, but left as an exercise to the reader.
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Appendix B

Number systems
Traditionally, people use the decimal number system to represent, e.g., how many items of a
certain kind that is talked about. For instance, in figure B.1, people would normally say that
there are 21 ’X’s.

Figure B.1: How many ’X’s?
The number ’21’ consists of two symbols, which are normally referred to as digits, i.e.,’2’ and
’1’. The order of the digits is important, since we would interpret the number ’12’ differently
from ’21’ even though it contains the same two digits. This means that the traditional decimal
number system has a positional representation, i.e., the number depends on the positions of the
individual digits.
Every positional number system is based on a base number, called b in the following. If a
(k-digit) number in base b is given as a string of digits, ak−1 ak−2 ...a2 a1 a0 , then the value of the
number can be calculated as
ak−1 · bk−1 + ak−2 · bk−2 + . . . + a2 · b2 + a1 · b1 + a0
Note that the individual digits must be less than the base, i.e., ai ∈ {0, 1, . . . , b − 1}.
The traditional decimal number system is based on the number 10. A decimal number such
as 1479 can therefore be defined as
1 · 103 + 4 · 102 + 7 · 101 + 9 · 100 = 1 · 1000 + 4 · 100 + 7 · 10 + 9 · 1
However, the decimal number system is not optimal for computers and communication systems.
The electronics in a computer and communication equipment is based on semiconductor devices
(”transistors”) which is normally used in such a way that the transistor is either allowing a
electrical current to flow or not. This is normally referred to as the transistor is ON (current
flowing) or OFF (current not flowing), i.e., a transistor can be in two different states. These
transistors are then used to make larger integrated circuit, e.g., random access memory (RAM)
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for a computer, which can be used by programs to store results. The simplest type of memory
would be a single memory cell with one input and one output, as illustrated in figure B.2(a).
Since the transistors in the memory cell can only be in two states, the memory cell can only store
two values. If we want to store more distinct values, we would need to create larger memory
blocks that consists on a number of the simple memory cell in parallel. Figure B.2(b) illustrates
a memory block with 8 inputs and outputs. Since each output can contain two different values,
the number of distinct values that can be stored in this memory block is 28 = 256.

(a) Single memory cell

(b) Memory block

Figure B.2: Single and multiple memory cells.
Since the electronics in computers and communication equipment is based on digital circuits,
where there are only two different values of an output, the computers can be said to use a
number system where the base is b = 2. The individual digits are then 0 and 1. A number
system with base b = 2 is called a binary number system. As an example, the binary number
11001011 represents the (decimal) value:
1 · 27 + 1 · 26 + 0 · 25 + 0 · 24 + 1 · 23 + 0 · 22 + 1 · 21 + 1 · 20 = 128 + 64 + 8 + 2 + 1 = 203.
The individual digits in a binary number is traditionally referred to as bits for binary digits.
The memory cell in figure B.2(a) has a capacity of one bit, while the memory block in B.2(b)
can store binary numbers with 8 bits.
Converting a k-bit binary number, ak−1 ak−2 . . . a2 a1 a0 where ai ∈ {0, 1}, to a decimal value
can simply be done with the following formula:
ak−1 · 2k−1 + ak−2 · 2k−2 + . . . + a2 · 22 + a1 · b1 + a0
Converting a decimal number to a binary number is not so straightforward, but the algorithm
in figure B.3 may be used.
As an example, suppose we want to convert the number d = 203 into binary. Table B.1
shows the steps of the algorithm. From table B.1 it can be seen that 203 in decimal notation
corresponds to a7 a6 a5 a4 a3 a2 a1 a0 = 11001011 in binary notation.
Another common number systems used in relation to communication systems is the hexadecimal number system, which has a base of b = 16. The digits in the hexadecimal number systems
are 0, 1, . . . , 9 as in the decimal number system, and then A, B, . . . , E, F which represents (in
decimal) 10, 11, . . . , 14, 15. Converting a hexadecimal number, e.g., 1EF 8, into decimal is done
in the following way:
1 · 163 + 14 · 162 + 15 · 16 + 8 = 7928.
Converting from decimal into hexadecimal can use an algorithm similar to the one in figure B.3
with appropriate modifications to steps 1 and 2. However, since the base of the hexadecimal number system is b = 16 = 24 , it means that one hexadecimal digit (i.e., 0, 1, . . . , 9, A, B, . . . , E, F )
corresponds directly to 4 bits of a binary number. An alternative way to translate a decimal
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This algorithm converts a decimal number, d, into a binary number,
ak−1 ak−2 . . . a2 a1 a0 .
Initialization:
Step 1:

i=0

if d is odd then ai ← 1 else ai ← 0.

Step 2: Divide d with 2. Round down to the nearest integer if
the result was not an integer. I.e.a , d ← ⌊d/2⌋. Stop if d = 0 – the
resulting binary number is then ai−1 ai−2 . . . a2 a1 a0 .
Step 3:
a

Increment i, i.e., i ← i + 1, and goto step 1.

⌊X⌋ is the largest integer that is equal to or less than X.

Figure B.3: Converting from decimal to binary.

Initialization: d = 203, i = 0
i Step 1
0 d = 203 is odd so a0 ← 1.
1 d = 101 is odd so a1 ← 1.
2 d = 50 is even so a2 ← 0.
3 d = 25 is odd so a3 ← 1.
4 d = 12 is even so a4 ← 0.
5 d = 6 is even so a5 ← 0.
6 d = 3 is odd so a6 ← 1.
7 d = 1 is odd so a7 ← 1.

Step 2
Step 3
d ← ⌊203/2⌋ = ⌊101.5⌋ = 101. i ← 0 + 1 = 1.
d ← ⌊101/2⌋ = ⌊50.5⌋ = 50.
i ← 1 + 1 = 2.
d ← ⌊50/2⌋ = ⌊25⌋ = 25.
i ← 2 + 1 = 3.
d ← ⌊25/2⌋ = ⌊12.5⌋ = 12.
i ← 3 + 1 = 4.
d ← ⌊12/2⌋ = ⌊6⌋ = 6.
i ← 4 + 1 = 5.
d ← ⌊6/2⌋ = ⌊3⌋ = 3.
i ← 5 + 1 = 6.
d ← ⌊3/2⌋ = ⌊1.5⌋ = 1.
i ← 6 + 1 = 7.
d ← ⌊1/2⌋ = ⌊0.5⌋ = 0. Algorithm terminates since d = 0.

Table B.1: Example: Converting decimal number into binary.
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number into a hexadecimal number would be to convert the decimal number into binary first,
and then group the binary number into groups of 4 bits starting from the least significant bits,
and then convert each 4-bit group into the equivalent hexadecimal digit according to table B.2.
Note that if the number of binary digits is not a multiple of 4, the necessary number of ’0’ is
prepended. I.e., the binary number 110011 should be written as 00110011 before converting it
into 4-bit groups.
4-bit group
0000
0001
0010
0011
0100
0101
0110
0111

Hexadec. digit
0
1
2
3
4
5
6
7

4-bit group
1000
1001
1010
1011
1100
1101
1110
1111

Hexadec. digit
8
9
A
B
C
D
E
F

Table B.2: Converting 4-bit groups into hexadecimal digits.
Continuing with the example from table B.1, it is known that the decimal number 203 corresponds to the binary number 11001011. If we group this into groups of 4 bits we get 1100 1011
which can be converted into the following hexadecimal digits, C and B. So the decimal number
203 is CB in hexadecimal representation.
To avoid confusion, it is customary to write the base of a number as a subscript to the
number. So to conclude the example from this section, we can write:
20310 = 110010112 = CB16 .
In the java programming language, the following variable declarations/initializations are therefore identical:
static final int x = 203; // Standard decimal representation
static final int y = 0xCB; // Hexadecimal representation due
to the ’0x’ prefix
Currently, Java does not support binary literals currently, but is expected to in the future. In
this case, the code example above could have included:
static final int z = 0b11001011;

// Binary representation
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